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1 CHARACTERISTICS OF DATABASE MANAGEMENT
SYSTEMS?

A database is a large, persistent, integrated collection of dynamic data that provides some
operations to describe, establish, manipulate, and access this data. Adatabase management system
(DBMS) supports a database by providing languages and services that makes it possible for
database administrators and users to build, maintain, and efficiently query and update the
database. The languages include data definition and data manipulation languages. The services
provide support for overcoming the problems caused by the large, persistent, integrated, and
dynamic nature of the database. Services include storage structures, and optimizers that provide
efficient access to large amounts of data, crash recovery features to protect the data when the
hardware or software fails, concurrency control mechanisms that let multiple users access and
update the database simultaneously, and constraint checking to maintain integrity. A database
application is a database along with an application program or a coordinated collection of

application programs that runs on a

Data base

database management system. A database
application e application stores its data in a database and
uses the services of a database
management system to retrieve and update

User interf the data and to protect and maintain its
ser interface integrity.
[ [ [
External External External 11 THREE-LAYER
view view view ARCHITECTURE
' ' ' A well-known model of DBMS is the so-
Interface: externalU conceptual called three-layer architecture, where the
DBMS function as a three-layered system
' : D between the users (e.g. applications or
Conceptual view 1:\%[ people), and the physical storage media:
l S These three layers are called the physical
Interface: conceptual U internal layer, the conceptual layer, and the
external layer.
[
Internal view The physical layer describes how the data is
physically organized on the storage media.
[
_ . _ The conceptual layer describes the total data
Interface: internalU physical model for all data that are stores in the
database.

D D The external layer is the presentation of the

he external user lications or
Physica Meta data to the external users (applications o
database database persons).

The physical storage of a database system

Figure 1: Three-layer model of Data Base is most often divided into two storage

Management Systems

1 This chapter includes material from several books on DBMS, including [Bra98], [Emb98], [Kim95], [V0s90], and
[UI1,95]

COT/4-02-V1.1
Page 7 of 120



CENTRE FOR
OBJECT TECHNOLOGY

structures (databases): the meta database and the physical database.

The meta database is an internal database containing all the information necessary for the
operation of the DBMS. This includes things like the different schema definitions (defining the
external, conceptual, and internal schemas), the security and user configuration data, etc. Having
these data available as part of the DBMS enables the DBMS to offer many different
administrative tasks, such as user management, security auditing, schema definition, and scheme
querying within one unified database system.

The physical database is where the actual data maintained by the DBMS are stored. The physical
database is a highly specialized storage structure, whose purpose is to offer the most efficient
storage mechanisms without considering anything about the actual presentation of the data to
the users (this is, as described above) taken care of by the external schemas, based on the
conceptual and internal schemas.

One of the most important property of this three-level architecture, is that of data
independence. Note, that the use of these schemas imply that it is possible to totally reorganize
the storage structures at the physical database level without affection the users. The only
requirement is, that it after reorganization still is possible to define an internal schema, offering
the proper interface towards the conceptual schema. In the same way, it is also possible to
reorganize the conceptual schema as long as it offers a interface towards the external schemas,
that makes it possible to support these, based on the reorganized conceptual schema.

As described above, a DBMS is defined through a series of schema definitions (defining the
external, conceptual, and internal schemas). A scheme definition is therefore a description of
(part of) a model, and since there is a one-to-one correspondence between a schema definition
and the model, it defines, we often talk about e.g. theconceptual schema.

1.2 DBMS LANGUAGES

The workings of a DBMS is controlled by three different languages,the schema languages: These
are the data definition language (DDL), the data query and data manipulation language (DML).

The purpose of the data definition language (DDL) is to enable the construction of the models of
the information to be maintained by the DBMS. That is, the DDL is the language in which the
different schemas are described, most notable the conceptual schema.

The purpose of the data query language (part of DML) is to offer query facilities by which the users
(people or applications) can make queries on the data in the DBMS in order to gain information
from the database. These queries most often involve more then one dataset in the DBMS and
will therefore often return information that are not directly available in one particular dataset.

The purpose of the data manipulation language (DML) is to offer facilities for entering and
manipulation of data maintained by the DBMS. This includes creation of new datasets (based
on the data definitions), entering new information into the datasets, and finally changing existing
data in the datasets.

1.3 DBMS DATA MODELS

Since these schema definitions described models, it is the schema definition languages that
defines the fundamental data model of the DBMS. Traditionally, there are four different DBMS
data models: the hierarchical data model, the network data model, the relational data model, and
the object-oriented data model. These four data models at the same time signifies the historical
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developments within DBMS technology, as the hierarchical is the oldest DBMS data model, and
the object-oriented being the newest DBMS data model.

1.3.1  Hierarchical Data Model

In the hierarchical data model, information is organized as a collection of inverted trees of records.
The inverted trees may be of arbitrary depth. The record at the root of a tree has zero or more
child records; the child records, in turn, serve as parent records for their immediate descendants.
This parent-child relationship recursively continues down the tree.

The records consists of fields, where each field may contain simple data values (e.g. integer, real,
text)., or a pointer to a record. The pointer graph is not allowed to contain cycles. Some
combinations of fields may form the key for a record relative to its parent. Only a few
hierarchical DBMSs support null values or variable-length fields.

Customer Product
C1, WheelSpin, ... Frame01
Sales Order / Sales Order
02, Wheel03, 7 Y 01,C1,10 Y
[ OL, Frame01, 10 | 5 C4,20

Figure 2: Example of a Hierarchical Data Model

Applications can navigate a hierarchical database by starting at a root and successively navigate
downward from parent to children until the desired record is found. Applications can interleave
parent-child navigation with traversal of pointers. Searching down a hierarchical tree is very fast
since the storage layer for hierarchical databases use contiguous storage for hierarchical
structures. All other types of queries require sequential search techniques.

A DDL for hierarchical data model must allow the definition of record types, fields types,
pointers, and parent-child relationships. And the DML must support direct navigation using the
parent-child relationships and through pointers. Programs therefore navigate very close to the
physical data structure level, implying that the hierarchical data model offers only very limited
data independence.

The hierarchical data model is impoverished for expressing complex information models. Often
a natural hierarchy does not exist and it is awkward to impose a parent-child relationship.
Pointers partially compensate for this weakness, but it is still difficult to specify suitable
hierarchical schemas for large models.

1.3.2  Network Data Model

In the network data model, information is organized as a collection of graphs of record that are
related with pointers. Network data models represent data in a symmetric manner, unlike the
hierarchical data model (distinction between a parent and a child). A network data model is more
flexible than a hierarchical data model and still permits efficient navigation.
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. C1, WheelSpin, ... o
‘,'I Sales Order \
01,10 f----------- » 02,7 05, 20
Product :
Wheel03 |g-om
R » FrameOl PE———— =

Figure 3: Example of a Network Data Model

The records consists of lists of fields (fixed or variable length with maximum length), where each
field contains a simple value (fixed or variable size). Some network DBMS require that the
values not be null. The network data model also introduces the notion of indexes of fields and
records, sets of pointers, and physical placement of records.

A DDL for network data models must allow the definition of record types, fields types, pointers
and indexes. And the DML must allow navigation through the graphs through the pointers and
indexes. Programs therefore, as for the hierarchical model, navigates closely to the physical
storage structures, implying that the network data model only supports limited data
independence, and are therefore difficult to maintain as the data models evolve over time.

1.3.3 Relational Data Model

In the relational data model, information is organized in relations (two-dimensional tables). Each
relation contain a set of tuples (records). Each tuple contain a number of fields. A field may
contain a simple value (fixed or variable size) from some domain (e.g. integer, real, text, etc.).

Customer Product
Customer_ID | Customer_name | ... Part_number | Part_name
Cl Wheelspin Frame01
Wheel03

Sales Orders

Order_number | Customer ID | Part No | Quantity

o1 C1 FrameOl | 10

02 C1 Wheel03 |7

05 C4 FrameOl |20

Figure 4: Example of a Relational Data Model

The relational data model is based on a mathematical foundation, calledrelational algebra.
This mathematical foundation is the cornerstone to some of the very attractive
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properties of relational databases, since it first of all offers data independence, and offers
a mathematical framework for many of the optimizations possible in relational databases
(e.g. query optimization).

Relational modeling focuses on the information in the system. Not on the behavior.
The modeling dimension consists of translations between the human knowledge and the
database model. All of this is accomplished in the Relational DBMS through well-
defined terms like relation, tuple, domain, and datbase.

RELATION

A relation is a truth predicate. It defines what attributes are involved in the predicate and
what the meaning of the predicate is. Frequently the meaning of the relation is not
represented explicitly, but this is a very significant source for human error in using the
database system. An example of a relation is:

Person: {SSN#, Name, City}
There exists a person with social security number SSN#, who has the name Name, and lives in a
city named City.

ATTRIBUTE

An attribute identifies a name that participates in the relation and specifies the domain
from which values of the attribute must come. In the above relation, Name is an
attribute defined over the String domain. The above relation should explicitly identify
the domains for each attribute:

Person: {SSN# : SSN, Name : String, City : CityName}
There exists a person with social security number SSN#, who has the name Name, and lives in a
city named City.

DomAIN

A domain is simply a data type. It specifies a data abstraction: the possible values for the
data and the operations available on the data. For example, a String can have zero or
more characters in it, and has operations for comparing strings, concatenating string,
and creating strings.

TUPLE

A tuple is a truth statement in the context of a relation. A tuple has attribute values
which match the required attributes in the relation and that state the condition that is
known to be true. An example of a tuple is:

<Person SSN# = "'123-45-6789"" Name = ""Art Larsson" City = "'San Francisco'>

Tuples are values and two tuples are identical if their relation and attribute values are
equal. The ordering of attribute values is immaterial.

ATTRIBUTE VALUE

An attribute value is the value for an attribute in a particular tuple. An attribute value
must come from the domain that the attribute specifies.Most relational DBMS allows
NULL attribute values. Each attribute value in a relational model must be atomic —i.e.
the DBMS cannot in any way access the internals of anattribute value (e.g. to extract the
city from an address value). This is also called First Normal Form (1NF) for relational
data models.
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RELATION VALUE

A relation value is composed of a relation (the heading) and a set of tuples (the body).
All the tuples must have the same relation as the heading and, because they are in a set,
the tuples are unordered and have no duplicates. A relation value could be shown as a
set of tuples:

{ <Person SSN# = "'123-45-6789" Name = "Art Larsson'" City = "'San Francisco"'>,
<Person SSN# = "'231-45-6789"" Name = "'Lino Buchanan' City = ""Philadelphia’>,
<Person SSN# = "'321-45-6789" Name = ""Diego Jablonski"* City = ""Chicago'>}

It is more common and concise to show a relation value as a table. All ordering within
the table is artificial and meaningless.

RELATION VARIABLE

A relation variable holds onto a single relation value at any point in time, but can change
value at any point in time. Relation variables are typed to a particular relation, so they
will always hold relation values that have a heading with that relation. A relation varable
would look like:

People : Person
This shows the variable name "People" and the variable relation type "Person”.

DATABASE

A database is a collection of relation variables. It describes the complete state of an
information model, can change state (by changing the relation variables), and can answer
questions about its particular state. A relation variable may at a given time contain either
a base relation value or a derived relation value.

BASE RELATION VALUES
A base relation value consists of the concrete tuples within a relation in a database at a
given time (e.g. the concrete persons in the people relation at a given time).

DERIVED RELATION VALUES
Derived relation values are calculated from other relation values known to the database.

Derived relation values are most commonly the result of relational expressions and
queries. They are also frequently permanently remembered (and recalculated) through
views: derived relation variables.

RELATION KEYS

An important element of the relational model is the notion of keys: candidate keys,
primary keys, and foreign keys. A candidate key consists of one or more fields whose
values uniquely identifies the tuples within the record. In order for a collection of fields
to be a candidate key, it must be minimal in the sense that if one removes one field from
the collection, the values will no longer uniquely identify the tuples, and no values in a
candidate key can be null. A relation may have more than one candidate key. Aprimary
key is an (possibly arbitrarily) chosen candidate key which is preferred used to reference
instances. Normally, a relation has only one primary key. Aforeign key is a reference to a
candidate key (usually the primary key). A foreign key is used within a relation to refer
from one tuple in that relation to some tuple in another relation. The foreign key is
represented in the relation by a number of fields.
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Since relational models focus on primary keys as the means for identifying tuples, and
since the primary keys are defined in terms of the values of the fields in the tuples,
relational data does not have an identity. They only have state. This implies, that if we
have two tuples with identical values in the primary keys, we are not able to refer to
them individually (they may be present in the database, such that we can e.g. print them
out, but we cannot refer to them individually through a foreign key). In the relational
algebra, these tuples with identical primary key values will be merged into one single
tuple. However, commercial relational data base systems often allows these duplicates to
exist in the relation.

DATABASE VIEWS

An important notion in relation data models is the notion of views. A view is an
abstract relation in the sense that a view by itself does not contain any information. A
view is defined by a query that is stored in the database and dynamically computed to
obtain the data in the relation (i.e. a view contain derived relation values). The query
may query data stored in regular relations or views. We call the regular relations that are
directly or indirectly accessed through the query defining a view, thebase relations for the
view. The base relations of a view are where the information, accessible through the
view, are actually stored. The purpose of a view is e.g. to restrict the access to only a
part of the database, or to bring together in coherent form, information stored in several
different (base) relations.

NORMAL FORMS

An important aspect of relational data modeling is the notion of Normal Form. The
purpose of designing the relational data schemas on normal form is the increase
consistency and reduce redundancy of data stores in the relational data model. There
are several normal forms, each more restrictive that the other, but we will here only
mention the three most important. A relation is inFirst Normal Form if each row-
column combination stores a single value (rather than a collection of values —i.e. the
value in a cell is atomic). A relation is on Second Normal Form if it is on First Normal
Form and all attributes depend on the primary key. A relation is onThird Normal Form if
it is on Second Normal Form and no attribute transitively depends on the primary key
(i.e. all attributes must depend only on the primary key.

Relational data models shares one essential limitation with the previous data models,
namely that the models are data models only, implying that the models only deals with
the data aspect of information models, ignoring the dynamic or behavioral aspects of
information modeling. That is, it is not within these data models possible to specify
anything about the manipulations of the data, maintained by the model. This implies,
that all applications accessing the databases must implement the same manipulations,
and more importantly ensure the dynamic consistency of the models.

Most modern relational database systems have tried to remedy these short-comings by
adding two facilities to their DBMS: stored procedures and triggers. Astored procedure is a
piece of code, written in DML, that is stored in the database. A stored procedure can
be invoked from an application program, implying that many different applications can
reuse the same functionality. Stored procedures are often used to implement company-
wise business procedures. Stored procedures solves the problems of multiple
implementation of the same database functionality, and thus relieves some the
consistency problems. However, in a data model there are many other types of rules,
that must be ensured, irrespectively of how the data is changed. E.g. rules likeif a birth is
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registered, the CPR relation must be updated with a tuple containing the information of the new citizen ,
and if a new citizen is added to the CPR relation, a unique CPR number must be generated for this
new citizen. Such global rules are supported through the notion of triggers. Atrigger is the
specification of a stored procedure to be executed when a certain event occurs in the
DBMS (e.g. if a tuple is added to a relation). That is, a trigger is an association between
a stored procedure and an event with the semantics, that if the event occur, then the
stored procedure will be executed. Triggers are most often used to enforce consistency
in the database, and to enforce business rules.

1.3.4  Object-oriented Data Model

In the object-oriented data model, information is organized in graphs of objects, where each
object has a number of attributes. Attributes can be simple values, complex values (part
objects), references to other objects, or methods. Objects are instances of classes, and
classes are (possibly) related to each by means of inheritance. The inheritance
mechanism supports generalization and specialization and offers many aspects of
structured reuse of models. Inheritance also offers the mechanism for qualified
polymorphism, since the resulting type system can allow for objects to be recognized as
belonging to several different types, namely the types of all the classes in the inheritance
hierarchy which lies on the path from the instantiating class to the root of the hierarchy.
A method of an object is a specification (code) of a functionality, typically manipulations
of the other attributes in the same object, but may also invoke methods, associated with
other objects, and thus change the state of these other objects.

Customer
C1
Name: Wheelspin”
Sales: Ao -
[ L / N
Sales Order “ Sales Order
01 02
Items: NN ltems:
— [ / A
Item ; ltem
11 . 12
Product; NE Product; ~J
Quantity: 1> [ Quantity: ‘:
Product 7 Product /
P1 - P4
Name: Wheel” - Name: Frame~
Cost: . Cost:
= T

Figure 5: Example of a Object-Oriented Data Model
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An important aspect of object-oriented data models is the notion of object identity:
Obijects has an identity (often called OID) which is totally independent of the state of
the object. That is, we can have two objects with exactly the same state (same values in
all attributes), but they will still in the object system be treated as two distinct objects,
with separate identities.

Object modeling describes systems as built out of objects: programming abstractions
that have identity, behavior, and state. Objects are an abstraction beyond abstract data
types (ADTSs), where data and variables are merged into a single unifying concept. As
such object modeling includes many other concepts: abstraction, similarity,
encapsulation, inheritance, modularity, and so on.

IDENTITY

Obijects have identity. This is the crucial step for describing how objects are different
from ADTs. When an object is created it is distinguishable from all other objects
whether their happens to be identical.

STATE

An object has a state, defined recursively by the state of its attributes. Objects can go
through none or many state transitions during its lifetime. Often objects are
encapsulated, making their state an abstraction which then is only visble by examining
the behavior of the object.

BEHAVIOR

Objects provide an abstraction that clients can interact with. The behavior of an object
is the collection of methods (also called operations) and the response to these method
calls (also sometimes referred to as messages). All interactions with an object must be
through its interface.

ENCAPSULATION

Encapsulation provides an abstraction and prevents external parties from seeing the
implementation details for that abstraction. For objects, clients can interact with the
public behavior of the object (and by doing so, changing the state of an object) but they
can not see how the behavior (and the state) are implemented.

TYPE

A type is the specification of an interface that objects may support. An object
implements a type if it provides the interface described by the type. All object of the
same type can be interacted with through the same interface. An object can implement
multiple types at the same time.

ASSOCIATIONS

Types can be associated with other types, which specifies that the objects of one type
can be linked to objects of the other type. Having a link provides the ability to traverse
from one object to the other objects involved in the link.

CLASS

A class defines what types the objects will implement, how to perform the behavior
required for the interface and how to remember state information. Each object will then
only need to remember its individual state.
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INHERITANCE

Inheritance can apply to types or to classes. When applied to types, inheritance specifies
that object of Type B that inherits from Type A can be used just like an object of Type A.
Type B is said to conform to Type A and all objects that are Type Bs are also Type As.

When applied to Classes, inheritance specifies that a class uses the implementation of
another class with possible overriding modification. This frequently implies type
inheritance also but that is not always the case.

The object-oriented data model thus deals with both the data and the dynamic and
behavioral aspects of data modeling. It should however be noted, that methods only to
a very limited extend supports consistency and business rules (as triggers do).

14 COMPONENTS OF A DBMS

If we take an architectural look into a DBMS, we will find a number of components,
that inter-operate in order to offer the DBMS services. We can illustrate these
components and their interrelations by the following picture:
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Figure 6: Components of a DBMS
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We find here a number of components, that we have discussed before: the physical
database, the meta database with the schemas, the users, and the database applications.
But we also find a number of other important components:

API processor

The API processor is essentially just the public interface to the DBMS made
available through an API. In this way, database applications may be written
directly in the host language making use of the DBMS services by invoking
the functions in the API. In some cases, the API allows the database
application to contain embedded DDL or DML statements. These
statements are handled by the API through the language processor.

Language processor
The language processor is the pre-processor, parser, and compiler for the
DDL and DML languages.

Both the API processor and the language processor uses the meta database
to verify the legality of the operations requested.

Following this initial legality check, control is passed over to the
authorization control.

Authorization control

The authorization controls is the central security agency. All manipulations
of the database must pass this component that checks that these
manipulations are legal according to the user and application credentials.
The authorization control will also check the manipulations against the
available schemas.

After the authorization control, there are two possibilities. Either we are
dealing with a database query, or we are dealing with a database update.

Query processor

If we are dealing with a database query, control is passed to the query
processor. The query processor will usually convert the query to an internal
format, which is more suitable for the next step, the query optimization.

Query optimizer

The query optimizer is a very central component in most database systems,
and often the cornerstone to the efficient workings of the DBMS. The
optimizer will, based on information on the conceptual schema, and
especially information in the physical schema. The purpose is to find the
most optimal way to execute the manipulations, both taking the logical and
physical properties of the physical database. Especially in the relational
database model, the query optimizer is able to make massive optimization,
based on the mathematical properties of the relational algebra, which is the
foundation of relational DML.

Update optimizer
If, on the other hand, we are dealing with an database update, control is
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passed to the update optimizer. Essentially, this component function like
the query processor and optimizer.

Database updates needs to be verified in order to ensure the integrity of the
database.

Integrity checker

The integrity checker is responsible for ensuring that no manipulations bring
the database into an inconsistent state. This is done by analyze the update
requests against the integrity rules in the meta database.

After either the query or the update request have been analyzed and
optimized, these components generate internal code to be executed by the
central database engine.

Code processor

The code processor is given code to be executed from the query or the
update optimizers, and possibly the integrity checker. It is the responsibility
of the code processor to execute this code to fulfil the query or update
request.

However, the code processor needs some assistance in order for the
database system to be able to support multiple, concurrent users, and in
order to protect the database against failures in hardware and software. This
help is given through the transaction manager.

Transaction manager

The transaction manager is responsible for controlling the different activities
that are conducted in parallel in the DBMS, especially due to multiple users
using the same DBMS. We will in the following sections go in more detains
with the notion of transactions in DBMS.

The transaction manager cooperates with three other component, namely
the recovery manager, the dictionary manager, and the data manager.

Recovery manager

The recovery manager is used for the purpose of supporting transactions,
but equally importantly to support the protection of the DBMS against
hardware and software failure. We will not deal in more details with failure
protection in this report.

Dictionary manager
The dictionary is the only component in the DBMS that is allowed to access
the meta database.

Data manager
The data manager is the only component in the DBMS that is allowed to
access the physical database.
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Output processor

The last component worth mentioning is the output processor. All DBMS
has facilities (more or less advanced) for producing printed reports, etc.
These facilities are all parts of the output processor.

1.5 TRANSACTIONS

A transaction is a (finite) sequence of database query or update operations. A transaction
is an abstraction of a sequence of operations, that the application programmer considers
a high-level operation. The purpose of making the sequence of actions into a
transaction is to have the DBMS ensure ACID on the transaction as a whole.

151 ACID

As already described, a DBMS must offer services for protecting the data against
multiple users, failure in hardware and software, and ensure integrity of the data.
Fundamental for offering these services is, that the DBMS is able to ensure the so-called
ACID property for transactions.

ACID is an acronym for the following:

A Atomicity
The operations in a transaction on the database is atomic, implying that
either they are fully executed, or no trace of their partial execution can be
observed.

C Consistency
the sequence of operations in a transaction must bring the database from
one consistent state to another consistent state. However, special to the
execution of transactions, the database is allowed to be in an inconsistent
state between the individual operations during the execution of the
transaction.

I Isolation
If two transactions are executed in parallel on the date base, they are
executed independently if each other, and there is no way that the one
transaction can gain access to partial or intermediate results from the other
transactions during its execution.

D Durability
The results of the transaction (e.g. manipulations of the data in the database)
must be stored in the database at the completion of the transaction.
Durability is as such equivalent with the persistence property mentioned
earlier).

Any DBMS must support the ACID property. However, just supporting ACID for
each individual query or update operation is not sufficient. In many cases, the queries or
updates involve several different data sets in the database, and cannot therefore be
expressed in one single request, but needs to be expressed as a series of requests. Only
supporting ACID at the level of individual database operations is thus obviously too
simple a model. Most DBMS therefore implement what is called transactions.
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Now, one possible way, that the transaction manager can fulfil the ACID property is
naturally (1) by executing all transactions sequentially, and (2) make all updates to the
database in some local storage, and only move these changes to the physical storage, if
the transaction succeeds.

However, this naive implementation is not satisfactory since it implies that no two users
can work simultaneously on the database, even if they are working on totally separate
data sets, and for realistic database applications (such as banking applications) this is
obviously not satisfactory.

The purpose of the transaction manager is therefore to analyze the transactions, that are
to be executed in parallel, and to control their execution in such a way, that they are
executed using the most optimal concurrency, and at the same time ensuring that the
ACID property is maintained for them. This in done by a component inside the
transaction manager: the scheduler.

This is a highly complex task, and we will not go into details here, but the principle is
that the scheduler takes the operation sequences from the transactions, and creates what
is called a serial schedule. A serial schedule is a sequential sequence of the operations from
the original transactions that, when executed, will fulfil the requirements of the original
transactions, but at the same time preserve ACID, and maximize the parallel execution
of the transactions.

Until now, we have assumed, that a transaction is a sequence of database operations.
However, there are three important operations directly related to transactions, namely
abort, commit, and checkpoint.

Abort

During the execution of a transaction, the logic of the transaction code may
realize that the transaction cannot be completed. This may be due to the
transaction realizing some inconsistency, or lacking information, etc. The
logic of the transaction may in this case choose to terminate the transaction
prematurely by issuing an abort. When a transaction aborts, it is the
responsibility of the transaction manager to ensure that all traces of the
execution are removed such that the atomic and isolation properties are
maintained. Please note, that due to the concurrent execution of
transactions, this may involve the transaction manager having to abort other
transactions.

Commit

The transaction may also realize, that it have fulfilled its functionality. In this
case the transaction issues acommit. When a transaction commits, it first of
all terminates, but it is then the responsibility of the transaction manager to
finalize the transaction by making the results of the transaction persistent,
such that other transactions may benefit from the results. In some
transaction systems, merely terminating a transaction implicitly issues a
commit of the transaction.

Checkpoint
In some cases, a transaction may take relatively long time, and the
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transaction may at certain times realize, that it is in a consistent state, and
that this internal state is of some value to other transactions. Instead of
merely dividing the transaction into a number of smaller transactions, being
executed sequentially, the application programmer may choose to issue a
checkpoint. When a checkpoint is issued in a transaction, it is similar to issuing
a commit, except that the transaction is not terminated. That is, the changes
are made persistent and thereby available to other transactions. When the
transaction continues after a checkpoint, it may later issue abort, commit,
and further checkpoint commands. However, if the transaction later issues
an abort, only changes made since last checkpoint will be made void.

1.5.2  Nested Transactions

Now, since the transaction concept implements an abstraction mechanism, in which a
sequence of database operations can be grouped together to a single operation, it is
natural to expect, that a transaction can be executed as part of another transaction. This
is called a nested transaction. Not all DBMS offer nested transactions, since they are more
complex to implement (e.g. if the outer transaction aborts, the inner transaction needs
to be aborted too).

Nested transactions are important since without nested transactions, reuse of
transactions become very difficult, and also reuse of application code may be hampered,
since the caller of an application function does not always know, if this function
internally uses a transaction. If the application programmer then wants to invoke this
function as part of his own transaction, this will be hindered by the lack of nested
transactions.

Nested transactions are also a solution to two often arising problems with transactions,
namely recursive invocation of transactions, and problems related to cascade deletion. If
a transaction invokes itself, a notion of reentrant transactions is needed, and nested
transactions is one possibility. Cascade deletion (especially in normalized tables in the
relational data model) is when the deletion of a tuple in a relation triggers deletions of
other tuples in other relations, etc. In some cases, this cascade deletion ends up making
additional deletions in the originating relation, which then will trigger a new cascade
deletion transaction on that relation. These cascade deletions therefore often also
requires nested transactions to make them possible to implement.

1.5.3  Cooperative Transactions

Another problem with the above definition of transactions, originates from the
independence property of ACID: underlying this is the assumption, that the database
should to the individual user appears as if he or she is the only user of the DBMS at the
given time. That is, the DBMS is designed to protect users against knowledge about
each others with respect to the DBMS services.

This basic assumption is fairly valid for some types of database applications, such at
front desk applications in a banking environment where the work with the data
elements are usually limited to very short time periods (from a few seconds to 1-2
minutes), but in many other application areas, this transaction definition is a problem. If
we are dealing with an application area, where the users are working for extended
periods of time with the data in the database (e.g. for hours, days, weeks, or even
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months). Using the concept of transactions as described above, will not be useful.
Actually, already the above definition takes a little step in the direction of ignoring the
Independence property, since making use of checkpoints are one way in which
traditional transactions can make partial results available to other transactions during
their execution.

A cooperative transaction is a transaction that is expected to take long time (sometimes also
referred to as a long transaction), and possibly involve more that one user. Cooperative
transactions impose several new demands on the transaction manager. As the
transaction takes long time, there needs to be ways to checkpoint the transaction, or to
transfer the transaction from one user to another user. The difference between using
checkpoints and transferring the transaction is, that using checkpoints will make the
changes available for all users, whereas transferring the transaction only will make the
changes available to the user receiving the transaction.

A group transaction is a transaction that is expected to take long time, and involve more
than one user. As more than one user is involved, some kind of decision process is
needed in order to agree on when to commit the transaction. One way to realize group
transactions is to impose a group concept on top of cooperation transactions.
Transactions within the group can cooperate in ways not permitted for transactions
outside the group (or among groups).

We will not here discuss cooperative transactions in detail, but refer to e.g. [Kim95,
chap. 20] for more information.

A final interesting new development within modern database systems is the multi-
database transactions which deals with transactions involving more than one database
system. We will not discuss this further here by refer the reader to e.g. [Kim95, Chap.
28].

1.6 RULE-BASED TRIGGERS

Conventional database systems are passive: They only execute queries or transactions
explicitly submitted by a user or a database application. For many date models it is
however important to monitor situations of interest and to trigger a timely response
when the situation occur.

An active database system is a database system than include facilities for monitoring
situations of interest and, when they occur, triggers an appropriate response. The
desired behavior is expressed in production rules (also called event-condition-action rules), which
are defined and stored in the database. This has the benefit that the rules can be shared
by many database applications, and the database system can optimize their behavior.

The events of an event-condition-rule can be events like insert, delete and update
operations in the relational data model, but can also include events related to
transactions, such as commit, abort, or prepare-to-commit. In some rule systems,
events can be temporal, implying that they are triggered be time (e.g. at 8pm). In object-
oriented data models, there are possibilities for more elaborate events, such as type-
specific events (method invocations), object creation, object deletion, etc.
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We will not here go in further detail and instead refer the reader to e.g. [Kim95, Chap.
21].

1.7 CONCURRENCY

To support concurrent execution of transaction, and especially, mutual exclusion
between parallel transactions manipulating the same data, most DBMSs allows users to
put locks on the data they are using. In some DBMSs, these locks are automatically put
on data, when it is manipulated.

There are in principle two groups of locks,read locks and write locks. A read lock specifies
that the user is intending to read from the data, and a write lock specifies that the user is
intending to update the data. In most DBMSs, multiple real locks on the same data are
legal, whereas there can only be one write lock on a piece of data (and no read locks, if
there is a write lock on the data).

In some DBMSs, the locking structure is more advanced, including a hierarchy of locks,
but we will not discuss this here).

The handling of locks influence the transaction mechanism since the locks naturally
interfere with the possibilities of the scheduler for scheduling the transactions. Locks
have given rise to a number of different scheduling strategies, including locking
protocols like two-phased-locking [V0s90, Sec. 18.4], and scheduling protocols like
pessimistic and optimistic protocols [V0s90, Sec. 18.5].

An interestingly different strategy for handling concurrency control is semantic locking
based on the notion ofatomic data types. This semantic model is especially interesting in
relation with object-oriented data models. For more details on semantic locking, see
[V0s90, Sec. 18.6] or [Han96]

Locking in cooperative settings brings up a whole new area of possibilities, including
new lock types. One interesting lock type is shared locks, which implies that more than
one transaction may share the same lock (e.g. the transactions are in the same group).
When a lock is shared, both transactions may manipulate the locked data (naturally still
under the control of the transaction scheduler). Locks may also in a cooperative setting
be transferred from one transaction to another to allow the other transaction to
continue the work of the initial transaction. Finally, in some cooperative settings, it may
be allowed for a transaction to force access to a given data, knowing that it may be
changed shortly after.

All these possibilities for breaking the original locking protocols must be seen as
necessary facilities in a cooperative environment, where a given information structure
(e.g. a CAD drawing) may be locked by a user for extended periods of time (days,
weeks), and it would be a huge hindrance to cooperation if more than one person could
not cooperate on the information; if one could not pass a partial work to somebody else
to complete the work; or is some else could not gain access to it, e.g. just to review the
current state of the work. For more discussions on these aspects, the reader is referred
to e.g. [Kim95, Chap. 20].
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1.8 RECOVERY

One of the very fundamental properties of DBMSs is to protect against hardware and
software failures. And the above discussed DBMS architecture specified a responsible
component: the recovery manager.

We can divide the possible failures into three categories:

Transaction failures
This category of failures is tightly related to theabort facility of transactions.

System failures
This category of failures is related to software errors in the DBMS code, in the
operating system, hardware failures in the CPU, or power failures.

Media failures
This category of failures is related to the physical storage media for the meta and
physical database.

Recovery after transaction failures are an intrinsic part of the database application since
the consequences of a transaction failure is semantically dependent on the application
semantics. The basic recovery involved in cleaning up after the transaction as a result or
the abort is the responsibility of the transaction manager (in cooperation with the
recovery manager as described below). Recovery after media failures is very similar to
systems failures, and will therefore not be discussed. The following discussion will
therefore focus on system failures.

The recovery manager communicates, through the transaction manager with the data
manager during the entire operation of the DBMS. During transactions, the transaction
manager communicates with the recovery manager to inform about newly started
transactions, etc. The recovery manager will, through the data manager, ensure, that
only consistent data is actually made persistent by the data manager. This is done by
working with temporal data buffers, partial database copies, and other techniques, that
implies that transactions essentially works in isolation until they commit. The recovery
manager often also maintains a so-called log buffer of resent activities, such as active
transactions, active buffers, etc.).

If a system failure occurs, and the DBMS initiates recovery (either partial, or after a full
system restart), the recovery manager will examine the log buffer (maintained on special
stable storage), and informs the data manager to destroy active data buffers, etc., and
informs the transaction manager, that some transactions needs to be restarted.

The actual working of the recovery manager, and more details on recovery can be found
in e.g. [Vo0s90, Chap. 19].

1.9 DISTRIBUTION

A distributed database consists of a collection ofnodes or sites, each of which represents one
computer and its associated secondary storage devices. Some pairs of nodes are
connected by links, allowing data or messages to be transmitted from one of the pair of
nodes to the other, in either direction.
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For example, a bank might have a computer at each branch, and that computer would
store the information about accounts at that branch. The connections among nodes
might be low-capacity connections, making communication between the nodes slow and
costly, implying that the distributed database system must be designed to reduce
communication to a minimum while executing transactions, managing locks, and
committing transactions.

Distributed databases gives rise to a number of new problems:

Resilience of Networks

The network is voluntary to failures of nodes and links, and the distributed
database system must be designed to be able to function even in the case of
node or link failures. Especially problematic is however failures that might
result in the network being partitioned into disconnected sub-nets.
Especially important is her how to recover when the disconnected sub-nets
become connected again.

Local and Global data
A given information structure may be partitioned in different ways across the
network:

It may be available is several copies on different nodes (to protect against
failures of one particular node).

It may be physically partitioned across the network (e.g. the relation
containing all accounts of the bank is distributed out in every branches,
holding its own accounts.

Combinations of the above, including the possibilities for the
information to migrate around in the network, possibly controlled by the
usage patterns, such that the information is moved to be as close to the
users of the information at any time.

This implies that the distributed database will have a very powerful data
manager to be able to control the information being spread across the
network.

Distributed Locking

That data is spread across the network naturally gives rise to changes in the
locking strategies, since locks now are becoming distributed. This will often
give rise to new lock types that takes the distributed nature of the database
into account, including Write-Locks-All, and Majority Locks. It should also
be noted, that the so-called Two-phased Locking protocol is available in a
distributed version.

Data Distribution

In order to speed up the database, distributed databases can use a number
for different strategies for distributing information across the network.
Essentially all these methods deals with copies of the information being
spread out onto multiple nodes in the network:
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Primary Copy Protocol

In the primary copy protocol, one single site is responsible for
controlling the data element (locks, etc.). However, the actual
manipulation of the data element is usually done at the remote nodes
(updates naturally mapped back onto the primary copy, and from their
onto the copies).

Central Node Method
Like the Primary Copy Protocol, except that one node is controlling all
data elements being spread across the network.

Migrating Protocol

Here the data elements are moving around the network to try to have
the data element as close to the heavy usages of the data as possible.
Usually this is implemented such that the data element is assigned a
home node. The home node will at any time know where the data
element is actually residing currently, and therefore divert all data access
to that node.

Distributed commitment

Transactions may be initiated a one site and spawned nested transactions at
several other sites. Special commit protocols needs to be available for this
distributed transaction to be able to do a commit, especially complex is the
situation if the network at the time of the commit is hit by a failure, making
the network become disconnected.

Distributed recovery

Again due to the possibilities of the network being disconnected, special
protocols needs to be implemented to enable distributed recovery. This
includes that each node needs to maintain own, local lob buffers, and special
recovery protocols between the nodes to ensure, that the recovery is
conducted such that the distributed database ends in a consistent state.

We will not here go into any further detail about distributed database systems. The
reader is referred to e.g. [UII95, Chap. 10] and [Kim95, Chap 23] for more detailed
discussions.

1.10 EVOLUTION AND VERSIONING

During the lifetime of a DBMS, both the information in the data base, and the schemas
defining this information may change [Kim95, Chap.19]. This adds additionally
complexity to the DBMS.

DBMS can deal with this temporal aspect of the data base system in two fundamentally
different ways. First of all (and this the case for most commercial DBMS today), the
DBMS can focus on storing the information only in its newest state. That is, the
content and structure of the data base at a given time reflects the results of all changes to
the data base by offering to the DBMS user the latest schemas and the results of the
latest changes to the information.
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A radically different DBMS strategy is the so-called temporal DBMS [Tan93]. In
temporal DBMS, both the schemas and the information is stored in such a way, that it is
possible to e.g. query the state of a relation e.g. two days ago.

In order to support temporal data by more simple means that temporal DBMSs, we
need to investigate the two dimensions of temporal data in a DBMS, namely
information and schema. For simplicity, we will below discuss this in terms of relations
and the conceptual schema, but we could also have dealt with objects and classes.

We can illustrate this by the following diagram:

Schema
evolutionA

I I
>
! n Time

where each circle represent the different versions of a specific relation. As you can see,
the contents of the relation changes over time, and at time t1 and t2, the conceptual
schema have been changed (we assume, that these changes does not delete the relation
we are discussing).

Based on this general diagram, we can now discuss the two aspects of evolution
independently.

1.10.1 Object Versioning

If we look at the temporal aspects of the relation, we will obtain the following picture:

relation R O0—>0—0—>»0——»O0—>»0—>»0——0
I I
>
1 1 ,
| t t Time

where the arrows indicate state changes in relation R over time. In a temporal DBMS it
will be possible to query the state of relation R at e.g. time t1 and t2, implying that the
temporal DBMS must somehow maintain the state changes such that older states can be
reestablished for querying, etc. You can naturally not change the state of temporal data
at e.g. time t1.

Some non-temporal databases does offer aspects of temporal DBMS facilities by
offering data versioning, including multiple versions of the same relation to exist in the
same data base. We can picture this by the following picture:
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where the thick circle indicate explicit versions of the relation, which the DBMS
maintains, and which the application programmer is able to access (e.g. by referring to
the relation by a (name, version) pair: (R, v2).

1.10.2 Schema Evolution

When we examine the temporal aspects of schema evolution, we find a new dimension
of changes to objects:

Schema

evolution
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ﬂ ﬂ Time>
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namely, that the relations changes due to changes in the underlying changes in their
schemas (relation definitions). Such schema changes can be adding an extra field in the
relation, deleting a field in a relation, changing the domain of an existing field in the
relation, etc. It is outside the domain of this document to discuss the issues of schema
evolution in details.

Schema evolution obviously implies changes in the relations (e.g. when adding a field to
an relation, the existing relation needs to have this field added to each tuple in the
relation (and care should be taken in defining sensible values for the new field in each
tuple).

1.10.3 Object Versioning combined with Schema Evolution

If we have a DBMS with object versioning and support for schema evolution, it become
fairly easy to handle some aspects of temporal data, namely the ability to refer to historic
data by referring to an older object version. If that older object version is from a
previous schema evolution, that older relation is able to be consistently queried (naturally
changes to older versions cannot be allowed). This can be illustrated by:
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1.10.4 Versioning in Object Schemas

The schemas for object-oriented databases are defined through the definition of a class

hierarchy. In this context, the changes to the DBMS schema can be one of the
following:

Add an attribute to a class

Drop an attribute from a class

Add a method to a class

Drop a method from a class

Add a class

Drop a class

Make a class a superclass (or subclass) of another class

Remove a class from being a superclass (or subclas) of another class

We will not here go into further details, but just note, that some of these changes are

fairly trivial, whereas others will have profound effects on existing objects, and
applications, accessing these objects.

1.11 ODBMS AND ORDBMS DEFINITIONS

After this discussion of the different database models and the characteristics and

components of a DBMS, it is possible to give a short definition of the two new types of

database systems: Object-oriented database systems and object-relational database systems.

1.11.1 Object-Relational Database System

A DBMS is an object-relational database system (ORDBMS), if it supports both the object-
oriented data model and the relational database model, and the DBMS implements the
DBMS services and components as described above. In order to be a true ORDBMS,

the two data models must inter-operate e.g. by allowing the values in the relational
model to be object references.
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1.11.2 Object-Oriented Database System

A DBMS is an object-oriented database system (ODBMS), if it supports the object-oriented
data model, and the DBMS implements the DBMS services and components as
described above.

The following chapters will discuss these two types of DBMS in more detail, including
giving overview of existing commercial DBMS.
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2 DATA DEFINITION LANGUAGES AND DATA
MANIPULATION LANGUAGES

21 SQL92

SQL should be called the language of databases, since it was primarily invented as a
database language for doing queries in the database. Since neither SQL or OQL, in the
object oriented database case, are computational complete, i.e. they can not expresses
arbitrarily complex computations, the use of SQL queries are limited.

The basis constructions in SQL are tables, rows and columns, these can be seen on the
following figure (Employee table):

Empnumber Lastname Firstname Function
0045 Lindskov Jargen Professor
0125 Hohn Thomas Student
0156 Graves Marianne PhDstudent
0002 Grenbak Kaj Professor

The whole figure is called the table, the table has columns that represents a data element
in the table, whereas the rows represent an instance of a record.

In SQL the language for defining tables is called the Data Definition Language (DDL),
this language is used for maintaining the tables in the database, and to delete tables and
adding/deleting columns from tables. Defining the Employee table would be done as
follows:

CREATE TABLE EMPLOYEE
(

Enpnurber CHAR(4) PRI MARY KEY,
Last name VARCHAR(20) NOT NULL,
Fi r st nanme VARCHAR(20) NOT NULL,
Functi on VARCHAR( 20)

)

A brief explanation is: Empnumber is a primary key and has a fixed size of 4 characters
and Lastname, Firstname and Function can be between zero and 20 characters, please

notice that since the keyword NOT NULL is associated with Lastname and Firstname

they are not allowed to be empty.

In order to add, modify and change data contained in tables we have another language
called the Data Maintenance Language (DML). So basically DML is used to perform
row based operations as described in the following example:

| NSERT | NTO EMPLOYEE VALUES (' 0021’ ,’ Jensen’,’ Kurt',' Head of Departnent’)
O

| NSERT | NTO EMPLOYEE ( Enpnunber, Lastnane, Firstname, Function)
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The two statements perform the same action, but the first one requires that the values
are coming in the correct order, whereas the later specifies which value should be
associated with the corresponding attribute.

At last we have the Data Query Language called DQL, which is used to retrieve data
from the database. The primary command in DQL is the SELECT statement which is
used to practically all operations. The general syntax for SELECT is:

SELECT col unm_nanes
FROM t abl e_nanes
VWHERE pr edi cat es

Some queries could be:

SELECT * FROM EMPLOYEE,
SELECT * FROM EMPLOYEE ORDER BY Last nane;

SELECT * FORM EMPLOYEE WHERE ( Function = ’'Professor’);

The first query selects all people in the EMPLOYEE table, the second again selects all
people on the EMPLOYEE table, but orders them by their last name. The last query
selects all employees that are professors.

22 SQL3

SQL3 is primary an extension to the SQL92 standard, which as a core function extends
the type facilities in SQL.

The parts that are relevant in SQL3 seen from an object-oriented viewpoint are:
User defined types, which can be Abstract Data Types ADTs
Type constructors for row types and reference types
Type constructors for collection types (sets, lists and multi sets)

Support for Binary Large Objects (BLOBs) and Character Large Objects
(CLOB:S)

User defined functions and procedures
2.2.1  User-Defined Types, ADTs

The application programmer is now able to make definitions of Abstract Data Types
(ADTSs) that encapsulate attributes and operations in a single entity. Operations are
implemented as procedures, which are called routines in SQL3. In addition there is
support for inheritance, in fact we have multiple inheritance.

2.2.2  Row Types and Reference Types

A row type is a sequence of field name/data type pairs that are equal to a table
definition. We say that two row types are equal if:
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Both rows have the same number of fields

Every pair of fields at the same position have compatible types

A name row type is simply a row type with a name assigned to it, besides that it is a sort
of user defined data type with a non-encapsulated internal structure.

Named row types can be used to implement a reference type, which is a unique value
that identifies a specific instance of a row type.

2.2.3  Collection Types

In SQL3 there is support for that a column of a table can contain sets, lists or multi sets
in addition to the more ordinary values.

2.2.4  Objects

We have already seen the basic concepts like ADTSs, row types, collection types etc. As
mentioned before procedures/methods are called routines that can be associated with
an ADT. If they are associated with an ADT they are FUNCTION definitions that
specifies the operations on the ADT and return a single value of a defined data type.
Functions can either be SQL functions or external functions declared in some standard
programming language. Functions associated with an ADT are either invoked by a
functional notation or a dot notation, the later is just syntactic sugar for the function
notation. Routines can also be overloaded and it is implemented by a generalized object
model, meaning that all the types of all arguments to a routine are taken into account
when the routine is invoked.

By default an ADT is not persistent and to obtain this we have to store the ADT as a
column value of a table, so if we for instance have an ADT employee_t, we would have
to create a table like in the figure in order to make it persistent.

CREATE TABLE enpl oyees
( enp_data enpl oyee_t );

An important aspect for OOP is encapsulation, and in SQL3 we have 3 levels:
PUBLIC, visible to all
PRIVATE, only visible inside the definition of the ADT

PROTECTED, partly encapsulated —visible to all subtypes of the ADT

There is also support for inheritance, the keyword for subtyping an ADT is UNDER an
example is:

CREATE TABLE person
(name CHAR(20), sex CHAR(1), age | NTEGER)

CREATE TABLE enpl oyee UNDER per son
(salary FLQAT);

CREATE TABLE cust onmer UNDER person
(account integer);
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In addition there is support for relationship like aggregation and a limited support for
schema evolution via the ALTER statement.

23 ODMG

The idea of ODMG is to specify and provide a standard that ensures portability of
applications across different object DBMSs, which is their notation of an ODMG
compliant Object Oriented Database. The standard is therefor build upon the
intersection of existing standard domains:

Database (SQL)

Objects (OMG)

Object Oriented Programming Languages (C++, Smalltalk and Java)
2.3.1 Object DBMS
The goal of Object DBMSs is to add database functionality to OO programming
languages and adding more than just persistence to the languages. To achieve this it is
necessary to extend the semantics of the language, but most important to retain
compatibility to the native language, the benefit of this approach is clearly to glue
together the development of the application and the database part. Also we do not face

the problem of flattening complex objects into relations, which in turn then has to be
joined together to achieve the original complex object.

2.3.2 The ODMG Standard

The standard consists of various components that will be described later on, these
include:

An Object Model
An Obiject Definition Language (ODL)

An Object Query Language (OQL) and late binding support for C++, Smalltalk
and Java

OBJECT MODEL
The model is basically build upon the OMG Object Model and extends it with
capabilities like:

Multiple inheritance

Database operations

Concurrency and object locking

Object naming, lifetime and identity

COT/4-02-V1.1
Page 34 of 120



CENTRE FOR
OBJECT TECHNOLOGY

OBJECT DEFINITION LANGUAGE (ODL)

ODL is also an extension of the OMG Interface Definition Language (IDL), to include
support for defining database schemas. The force here is that ODL creates an
abstraction that allows ODL-generated schemas to be independent of the programming
language and the ODMG compliant DBMS. ODL also ignores the actual
implementation of methods and hence it can be moved between compliant DBMSs. An
ODL definition looks like:

/1 ODL Type declaration
cl ass Custoner : Person
(extent customers key custoner_key) : persistent {
attribute String custoner_no;
rel ati onship List<Sal esOrder> inverse Sal esOrder:: placed _by;

}

OBJECT QUERY LANGUAGE (OQL) AND LATE BINDING

OQL is at some extend an SQL-like language, some of the extensions to OQL are
support for object identity, complex objects, operation invocation in ODMG language
bindings used for embedded operations. Please remember that OQL is not
computational complete and therefore we have to use OQL in connection with other
languages.

There is standard C++, Smalltalk and Java bindings that support an Object
Manipulation Language (OML), so that the developer is able to manipulate persistent
objects.
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3 INTERNAL STRUCTURE OF OBJECT-ORIENTED
DATABASE MANAGEMENT SYSTEMS

In this chapter, we will cover some of the internal mechanisms in the OODBMS.

3.1 SECONDARY STORAGE MANAGEMENT

An OODBMS is normally build of two independent blocks, an interpreter running on
the top of a storage manager. The task of the storage manager is to store objects on
secondary storage, move objects between main memory and secondary storage and take
care of creating/deleting objects. So when designing an OODBMS it is important to
consider how much semantics there should be placed in the storage manager, i.e. how
much should the storage manager know about the data model.

Several models have been proposed:
Loom/GemStone —the internal structure of the object is known

Loom/GemStone and in addition it is understood how the execution behavior
for objects is defined

With a low-level semantic for the storage manager multiple data models can easily be
supported, however without understanding inter-object reference - garbage collection,
index maintenance and constraint enforcement is very hard. Another topic is the
structure of objects.

If the storage manager does not know anything about them the only obvious way to
store objects are in a continuous way even though this may be inefficient. If we know
the structure of the object we could decompose them into fields, and thus we would
have to fetch fewer pages when we search - but having to compose the fields into an
object again would be expensive. None of the above strategies does however solve the
problem of large objects that are bigger than one page, here we would have to split our
data into a tree (B+) that can be used to index the various parts of the data structure.

Another topic is how objects should be clustered on the disk? Some systems have to
following suggestions:

Calis, moves objects around based on access statistics

GemStone allows the user to specify a reclustering in a breath- or depth-first
manner

We also have to decide how our OID’s should be implemented, should it be as physical
or logical addresses. By using physical addresses an object can be stuck by the address
since it can be difficult to move the object at a later point in time. A solution to this
problem is to have a table converting OIDs into references, the cost of this is however a
bottleneck in the access to this table.

What about deleting objects? Basically we have two approaches, these are based on how
the object is deleted:
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Explicit deletion, the system must handle eventually dangling references

The objects are not deleted explicitly and there must be some kind of garbage
collection to reclaim unused space

These topics will be covered in the next section.

3.2 GARBAGE COLLECTION

Garbage collection is a well-known concept of recycling memory that is no longer in
use, and it would certainly be nice to have in an OODBMS.

The big question is —how to obtain it?

In matter of fact the basic point here is how object are deleted from stable/volatile
memory. There are two basic approaches, explicit deletion and those who apply some
kind of garbage collection to remove objects that are not reachable from other objects.

So if object x is deleted there might be other objects have reference to the deleted
object, this can lead to dangling references or references pointing to some arbitrary
piece of memory. This deletion semantics seem as a bad idea in the object oriented
approach, instead we might want to use the notation of references to an object. The
object simply keeps track of how many other objects that is referencing to it, when the
number becomes zero it must be safe to garbage collect this particular object - this
method of garbage collection is called reference counting.

Unfortunately this form of garbage collection does not solve all our problems, since we
are in a situation where:

Cyclic data structures can not be garbage collected

It is expensive to obtain reference counting

To solve this problem we can make a hybrid of the reference counting and mark-and-
sweep algorithm for garbage collection. The mark-and-sweep collection works in the
following way:

Mark all reachable objects from a root set of objects (marking phase)

Collect all unmarked objects (sweep phase)

As stated before the hybrid algorithm can solve our problems even though maybe not in
a very efficient way. Since we do not want to throw something away that is not garbage
our root set of objects could become very large and hence the garbage collecting would
not give the desired result —only a deeper study of this area could reveal if it is worth
doing garbage collecting in object oriented databases.

3.3 QUERY OPTIMIZATION

Several strategies for optimizing queries in ODBMSs can be used, but since descriptive
query languages for commercial ODBMSs are quite new most of these approaches can
only be found in research prototypes.
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3.3.1  Algebraic Rewriting

In this approach the system for optimizing the object oriented query language
transforms a query into an expression of some kind of logical algebra. Then a form of
equivalence is defined on the algebra and the optimizer uses these to find other
equivalent algebraic representations of the query. Depending on which optimization
algorithm there is used, it can either be rule based or cost based, the query is optimized.

3.3.2  Dynamic Plans

Here we consider how the logical algebra operators are implemented by physical
operators, for instance there a various ways to implement the operator join. In order to
process a query it is translated into an execution plan, this can be done statically (at
compile time) or dynamically and the execution plan is selected during query evaluation.

3.3.3  Dependence-based Optimization

To avoid multiple evaluation of queries the query language can be extended to push out
local constants, sub queries and bind them to variables. In addition we can factorize
common sub expressions, this means only evaluating identical sub queries once.

3.3.4  Special Algebraic Operations

Non standard joins, so-called semijoins, antijoins or nestjoins are useful extensions to
our defined algebra.

3.3.5  Physical Optimizations

Implementation of indexes on collections, inverse relationships, replications, clustering
etc. can be used to create a better execution plan since we have knowledge of the
present storage organization.

3.4 REPLICATION

Replication of a database can be important in systems where access to the database is
crucial. Normally there are two extremes, data can either be fully replicated or partly
replicated.

In a fully replicated system the entire database is stored at each node, this model is used
in systems where we want to ensure high performance and low fault tolerance. We will
discuss later how concurrency and recovery is handled in these situations. Partly
replicated databases can be used when only a certain part of the global database is
accessed frequently from different locations on the network.

When we have replication of data we have to at least to consider two important aspects:
Concurrency control

Recovery
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3.4.1  Concurrency Control

As we have seen in the previous section replication of data is nice to have, so when it is
supported in the OODBMS we have to ensure that every copy is consistent.

The naive approach would be to treat update of replicated data as one distributed atomic
transaction —unfortunately this would cause problems, if for instance the network was
down or a site had some kind of failure, since it would conflict with the fault-tolerance
aims of replication. A common used technique is called the Thomas method, it can be
used for fully replicated databases and is based on transaction stamps, it works as
follows:

1. Read phase, updates are made to local copies of the data only
2. Validation phase, proposed updates are checked for conflicts with all sites
3. Write phase, transactions are committed

3.4.2  Recovery Protocols

The normal protocols for recovery in a distributed system are not sufficient, since we
have to ensure atomicity for both local sub-transactions and global transactions. What
we need is to modify the commit/abort mechanism in order to achieve this goal, we can
not let a single site affect the processing on other sites, and therefore we need a non-
blocking protocol.

The two most common protocols are:
Two-phase commit (2PC)

Three-phase commit (3PC)
In both protocols we assume the existence of a coordinator for a given transaction.

Two-phase commit is a blocking protocol, so by modifying the 2PC protocol we get the
3PC protocol with is an non-blocking protocol that can be used for global atomic
commitment or abortion of a transaction.

3.5 PROCESS DISTRIBUTION

The term process distribution covers where methods and queries are executed and there
is a strong connection between these two topics and locking. Naturally there are two
obvious places where methods and queries can be executed, either on the client or
server machine.

3.5.1 Client execution of Queries/Methods

When executing queries or methods on the client machine, we have to move all data
that are required from the server to the client. Once the data have been moved this way
of executing queries/methods can be very fast, if we execute the method/query on the
same data many times.
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3.5.2  Server execution of Queries/Methods

In the server case we do not have to move data far since it is on the same machine, on
the contrary we can execute a method/query on different data sets or large amounts of
data that would have been very expensive in the other environment.

If we look at the query case there can be a special hybrid, we the query is split into a part
that is executed on the server and the rest of the query on the client. This is often used
in conjunction with indexed attributes, the index sort based on the indexed attributes is
processed on the server and the resulting sub-set of data is passed to the client for
further computation.

3.5.3 Locking Granularity and the Impact on Process Distribution

The impact of Lock granularity on Process Distribution and vise versa is best illustrated
by an example. Lets assume we have the following class definition and we would like to
select all people with an age greater that 17. Notice that the age is calculated by the

method Age.

Person

Name
Parents
Date of
Rirth

Age

Lets us assume that we have a read lock so no one can change the “Date of Birth™”
attribute while computing the age. In a environment where we have s single user
database, the lock introduces no problems, beside consider where the query should be
executed —if the database is small the best method would be to execute the query on the
client since it is likely that there would be more than this query. If the database is big the
transport of data from the server would cost more that executing the query on the
server.

If we instead assume that we have a large multi-user database, where data is located on a
few pages, we are in a situation where many users can request the same data and the best
way would be to execute the query on the server with page locking. In the same scenario
where data is spread over a lot of pages it would be nice to have object-level locking or
MROW instead for the best performance.

3.6 HOW DATA ISSTORED IN A DBMS
3.6.1 Storage

One of the most important aspects of a database is how the actual data is stored. An
inappropriate way of storing data can reduce performance and hence affect how well
suited the database is for real use, there are two obvious ways of storing data - it can
either be stored as tuples or directly as objects.

In Tuple Disk Storage we want to be able to store objects and these are identified by
their OID, but we have to make some kind of translation since a RDBMS has no notion
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of OIDs. Once we have made the translation from objects to a tuple, the objects are
stored in pages as if it was relational data.

When we have Object Disk Storage, objects are stored directly on the disk and the
relations between the different objects are managed via the OIDs, the advantage is that
we do not have to convert from an object model to a relational model.

3.6.2 Locking

Another performance critical part of the DBMS is lock granularity, how much do we
have to lock in the database when we want to perform an updated or insert/delete data?

Basically we can categorize the different ways of doing locking into five methods, based
on the type and granularity:

Read/Write locks on:
- A Page
- Object clusters or containers
- Single classes
- Single objects
Exclusive writing (MROW)

It is quite obvious that Page, Object and Single class locking have a more coarse-grained
granularity that is bigger than a single object locking.

In Page-locking all objects on a page are locked when some kind of lock is requested, if
the number of objects is small this is of course a fairly good approach but often we have
a lot of small objects and we then lock to much of the database. If we are in a multi-user
environment the cost of having a read lock is not that big, but a write lock could be a
big punishment with respect to performance.

If we instead have Obiject clusters that are locked, the procedure is to lock all objects
that are clustered together, this can be one or more pages and with respect to the
observations made in the page-locking case this can be a very bad method to use.

Class locking locks all objects that are instances of a particular class including the
definition of the class, this is equivalent to table locking in the RDBMS case. Since
transactions in an OODBMS can have a longer durability than in an RDBMS we have a
potential risk of slowing the system down. On the other hand it seems like a better
solution than we have seen so far.

In object locking the particular object is the only thing locked, which is a kind of row-
level or tuple-level locking in the RDBMS case. It seems like a good solution, but one
should remember that in a multi-user environment there could be a big expense in
maintaining all the locks since they are performed with the small granularity.

One could ask oneself which method is the best?
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The answer to this question depends off course on the likelihood of locking conflicts
and the overhead introduced by the locking method and how data is used in a multi-user
environment, it has already been discussed for the locking mechanisms that are based on
lock granularity, but let us first look at the MROW method.

Multiple Readers One Writer, allows multiple users to read to same object or different
objects independently of which page or cluster it belongs to —but only one user is
allowed to write/update a particular object. This gives us an effect that is similar to
object-level locking, but different. We can still get lock conflicts in this method, but they
are of the type write/write and hence the situation is the same as if we would have used
page locking, so we have again to consider the likelihood of locking conflicts.

The only good advice that can be given is to consider your data and how they are used
before deciding on the granularity of locking.
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4 INTRODUCTION TO OBJECT-RELATIONAL
DATABASE MANAGEMENT SYSTEMS

A large part of the commercial field has used the Relational DBMS. The relational area
has been useful, because of the simplicity, the query-language, and the well understood
underlying mathematical theories. (Commercial firms like Oracle, Sybase and Informix
has a large market in this area). A new challenge has emerged for the relational system
with the arrival of client server-solutions and Internet-solutions. The presentation part
of the systems has evolved to bee implemented in object-oriented languages and from
there the interest for object-relational DBMS has evolved.

In the research area there has been great interest in persistent storage of object. There
has been a great interest in using object-oriented analyze, design and programming. The
underlying model of Object-oriented DBMS lacks the mathematical foundation that is
known from the underlying model in the Relational DBMS. Without the relational
algebra the Object-oriented DBMS is not as well understood as the Relational DBMS.

There has been an effort in combining the two methods of attack, in all phases of
developing large administrative systems. The combining of the methods requires a solid
understanding of object modeling and relational modeling, how they are similar, and
how they are different. Ideally there should bee a single integrated model that described
both approaches.

[Sto96] gives a classification of a new class of database management system - the object-
relational DBMS. He sees the object-relational DBMS (ORDBMS) as a class of datbase
management system that attempts to combine the Relational DBMS and the Object-
oriented DBMS into a new integrated class of DBMS.

[Sto96] describes different requirements to data storing facilities by introducing a two-
by-two application matrix. The two axes is the complexity of data and the demands to
different searching facilities. Stonebraker argues, that existing DBMS do not meet with
the requirements of the upper right of the two-by-two matrix figuring. That means it
cannot cope with complex data and at the same time give good searching facilities.
ORDBMS meets the requirement of the upper right of the two-by-two matrix. He
argues that it is not absolutely clear what corner of the two-by-two matrix a given
database system is best fitted for. Some RDBMS has got extensions, that to some
extend makes it possible to use more than simple data types. The object-oriented
databases has got better search-facilities.

This report uses the classification to look at two DBMS:
Oracle 8

Informix Universal Server

Some DBMS that would also bee interesting to look at would be:
DB2/2 or DB2/6000

Sybase
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Ingres

[Sto96] defines a new DBMS: The fully object-relational database system. He describes
different requirements to data storing facilities by introducing a two-by-two application
matrix. The two axes is the complexity of data and the demands to different searching
facilities. Stonebraker argues, that existing DBMS do not meet with the requirements of
the upper right of the two-by-two matrix. That means it cannot cope with complex data
and at the same time give good searching facilities.

A
Ex. The usual EMP-DEPT Ex. databases including
system maps, slides, videos and
operations on theese
Query
Ex. A standard Ex.Systems with a tigth
text processing system integration with a
0o0-programming language
N r .
0 Query ie C++, Smalltalk.
»

Simple Data Complex Data

ORDBMS meets the requirement of the upper right of the two-by-two matrix. The new
DBMS he is arguing for is called a fully object-relational dabase

A fully object-relational database must have the 4 cornerstone characteristics:
1. Base type extension.
2. Complex objects.
3. Inheritance.

4. A rule system.
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4.1 BASE TYPE EXTENSION

The ability to create a new base type is necessary in many situation. Both simple and
complex ADT, is very useful. In this way the design of the application will bee smarter
and easier. Such extensibility eliminates simulation of new data types and functions.

The base type extension facility must have the following characteristics:
41.1 Dynamic linking

It must be possible to adhere new user-defined base types on-the-fly. Stopping the
database for installing new types, is not acceptable.

4.1.2 Client or server activation

A user-defined function for a new base-type must have the ability for being executed on
either the server or the client.

4.1.3  Security
A user-defined function for a new base-type must not bee able to corrupt the datbase.
414 Callback

User-defined functions must bee able to use other functions/ stored procedures/
queries in the same way as other applications.

415  User-defined access methods

Adding new access methods must bee allowed for the definer of a new base type. The it
must bee possible to add function that is used by the database engine. Not all data types
is well suited for B-trees.

4.1.6  Arbitrary-length data-types

It must bee possible to have user-defined data types without length restrictions.
Sometimes it is argued, that BLOBSs present in relational systems adequately supports
data types without length restrictions. That is not true according to [Sto96]. BLOBs is
not data types, because they have no operations available.

42 COMPLEX OBJECTS

There is a great difference in the ability to handle complex data in an OODB and a
RDB. The set of basic types in RDBs is very poor compared to OODB. [St096]
therefore argues there must bee the following facilities in ORDB:

4.2.1  Complex objects

There have to bee support of a rich collection of complex types. At least there must bee
the following complex types:

Type constructors
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set of
record of

reference

User defined functions must have the ability to cope with complex types. A user-defined
function must have support for use of complex types.

Like user-defined types, complex data types must have arbitrary length.

There must bee SQL-support of complex types. I.e. a dot-notation for record elements,
[ ] for arrays and * for references.

43 INHERITANCE

4.3.1 Data and function inheritance
A major characteristic of ORDB is according to [Sto96] support for inheritance.

Both data and function inheritance is necessary. Inheritance of data only apply to data
types. That means that a table constructed without use of a data type will bee of an
anonymous type and such a table cannot utilize inheritance.

The most powerful inheritance comes from inheritance of functions he argues. [Sto96]
sees user-defined functions and methods as the conceptually same thing. He favors the
term function.

4.3.2  Overloading

It should bee possible to specialize the definition of a function to subtypes. Overloading
must bee supported.

4.3.3  Inheritance of types, not tables. Types and tables in different concepts

Types and tables is two different concepts. A table is a container used to hold instances
of a type. In this way there can bee multiple tables of a specific type. Each of the tables
have the defined inheritance properties. If a table is constructed, that is not of a named
type, then this table will be of anonymous type and cannot utilize inheritance. Therefore
he propose to construct types and then assign them to tables, rather than just creating
tables.

4.3.4  Multiple inheritance

Multiple inheritance must bee supported. It is needed in many applications [Sto96]
argues. He also addresses the problem of ambiguity in inheritance from super types.
Both here and in the case of ambiguity he recommend the DMBS to give a runtime
error, so that the user of the DBMS is given the responsibility to resolve the ambiguity.
He also recommend the possibility to add a new virtual constituent attribute in a data
type (a function as defined somewhere in the inheritance hierarchy). Using a virtual
attribute a user can reference the placement of a function, where there is multiple
inheritance.

COT/4-02-V1.1
Page 46 of 120



CENTRE FOR
OBJECT TECHNOLOGY

Wee could argue that when using a model containing multiple inheritance, one should
consider if it is necessary. Often one can just as well use a composition (aggregation) in
the model. If a multiple inheritance is wanted, the inherited functions often can bee
defined as constraints. At last we can point out that different languages has solved the

inheritance problems in different ways (ex. Self, JAVA, C++, Eiffel). That indicates that
care should bee taken in this area.

44 A RULE SYSTEM

Rules and triggers must exist in the ORDB, and should have the following characteristics
according to [Sto96]:

441 Events and actions

Rules and triggers are very useful in most application systems, they are often used to
ensure the consistency of the database. The general form is:on event - do action. Rule
system must include the capability of executing the action just before or just after the
event is processed. On event - do action is a generalized trigger. Triggers normally only
supports update/insert/delete if necessary. query. | should also bee possibly to specify
event as trigger actions.

4.4.2  Integration of rules with inheritance and type extension
The rule system should bee totally integrated with the other object-relational concepts.
4.4.3  Rich execution semantics for rules

The rule system must have the ability to support different kinds of actions: 1.e.
immediate/deferred and same/different transaction.

4.4.4  No infinite loops

An object-relational engine should detect loops in theon event - do action rule system and
recover gracefully from the execution of a circular rule system.

45 SUMMARY

The features required to support the four basic characteristics are oulined below:

1. Base type extension
Dynamic linking of user-defined functions
Client or server activation of user-defined functions
Secure user-defined functions
Callback in user-defined functions
User-defined access-methods

Arbitrary-length data-types
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2. Complex objects
Type constructors
set of
record of
reference

User defined functions on complex types. Like user defined functions on
base types:

dynamic linking
client or server activation
secure user defined functions
callback
Arbitrary length complex data types
SQL-support
3. Inheritance
Data and function inheritance
Overloading
Inheritance of types, not tables

Multiple inheritance

4. A rule system
Events and actions
Integration of rules with inheritance and type extension
Rich execution semantics for rules

No infinite loops
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5 INFORMIX-UNIVERSAL SERVER AS AN OBJECT-
RELATIONAL DATABASE MANAGEMENT
SYSTEM

This paper describes the Informix-Universal Server (1US) in relation to the features
needed to be classified as an object relational database.

51 A SHORT INTRODUCTION TO INFORMIX-UNIVERSAL
SERVER

According to a description given by Informix the INFORMIX-Universal server is
the industry 3 only fully extensible object-relational database management system that is designed
explicitly to handle rich, complex data types.

INFORMIX-Universal Server is a product being developed by integrating the best
of the Illustra code with the best of the Informix DSA (Dynamic Scalable
Architecture) code.

The description given in this paper refers to INFORMIX-Universal Server version
9.12. More information can be seen onhttp://www.informix.com

5.2 INFORMIX AND THE DEFINITION BY STONEBRAKER

According to the definition given by Stonebraker afully object relational database will
support the following features

Base type extension
Complex Objects
Inheritance

A rule system

In the following these four points will be described in relation to Informix-Universal
server.

52.1 Base Type Extension

Informix-Universal Server can be extended to manage new kinds of data by means
of DataBlade modules.

DataBlade modules are standard software modules that plug into the database to
extend its capabilities. The DataBlade modules can be obtained from Informix and
from third-party vendors, or you can create your own DataBlade modules.

A DataBlade module is a collection of database objects and code that extends the
database server by adding new functionality to the database server. A DataBlade
module enables the database server to provide the same level of support for new
data types that it provides for built-in data types. A DataBlade module is a kind of an
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object-oriented package, similar to a C++ class that encapsulates specialized data
types, such as images.

The following figure shows the major components of a DataBlade module.

Fragment
mMgr
REAM
Engine

The following describes the four major components of a DataBlade module
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Data types

A data type is a user-defined data type or collection of user-defined data types. The
values of user-defined data types can be stored, examined using queries or routine
calls, passed as arguments to database functions, and indexed in the same way as the
built-in data types. The data types component defines the data structure to Universal
Server.

Routines

Routines can operate on data types defined by DataBlade module developers as well
as any other data type known to the database server, including data types defined by
other DataBlade modules. The routines component defines the data behavior to
Universal Server.

Access methods

Access methods operate on tables and indexes that are managed by the database
server. DataBlade module developers can index new data types using existing access
methods, or add new access methods of their own. The access methods component
defines the index schemes to Universal Server.
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SQL interface

An SQL interface is a collection of functions that conform to a standard and export
a predictable service. An SQL interface enables DataBlade modules to share services
with other DataBlade modules. The SQL interface component defines the interface
to Universal Server.

52.1.1 DyYNAMIC LINKING

User defined functions may be written in Stored Procedure Language (SPL) and a 3
generation language like C/C++. Both type and function can be installed without
stopping the database. SPL function is compiled into some kind of p-code, which is
interpreted by the database, and other languages is compiled into a dynamic-link
module.

5.2.1.2 CLIENT OR SERVER ACTIVATION
Currently all functions are executed on the server.

52.1.3 SECURITY

For performance reasons Informix has chosen to let the processes that execute user
defined function have access to the shared buffer area. This may cause data
corruption if uninitialized pointers are used.

5.2.14 CALLBACK

User defined function can make all kind of database accesses. Only one restriction
exist. If a function is used in a select statement, the function cannot change the
tables involved in the select.

5.2.1.5 USER-DEFINED ACCESS METHODS

The values of user-defined data types can be stored, examined using queries or
routine calls, passed as arguments to database functions, and indexed in the same
way as the built-in data types.

Access methods operate on tables and indexes that are managed by the database
server. DataBlade module developers can index new data types using existing access
methods, or add new access methods of their own. The access methods component
defines the index schemes to Universal Server.

52.1.6 ARBITRARY-LENGTH TYPES

Universal Server allows you to store a large object and access and manipulate the
contents after retrieval from the database server. A large object is a data object that
is logically stored in a table column but physically stored independently of the
column. Large objects are stored separately from the table because they typically
store a very large amount of data.

Universal Server supports the following large objects: smart large objects and simple
large objects.

Smart Large Object
With smart large objects it is possible to seek, read from, and write to segments of
the object. Smart large objects can consist of the following large object data types:
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Character Large Object (CLOB). A CLOB is a smart large object that stores large
text items, such as PostScript or HTML files. A CLOB can be stored and retrieved
in pieces and has database properties such as recovery and transaction rollback.

Binary Large Object (BLOB). A BLOB is a smart large object that stores any type of
binary data, including images. A BLOB can be stored and retrieved in pieces and has
database properties such as recovery and transaction rollback.

Smart large objects can be used to store user-defined data types such as video and
audio clips, pictures, large text documents, and spatial objects such as drawings and
maps.

Simple Large Objects

Simple large objects are a category of large objects that have a theoretical limit of 2*
bytes and a practical limit that is determined by your disk capacity. Universal Server
supports the following simple-large-object data types:

BYTE stores binary data

TEXT stores text data
Unlike smart large objects, simple large objects do not support random access to the
data. When transferring a simple large object between a client application and the
database server, it must be done by transferring the entire BYTE or TEXT value.

5.2.2  Complex Objects

A complex objects is the same as a complex data type. That is a user-defined data
type that can contain multiple data types of any kind and in any combination.

The following complex types are supported by Informix Universal server.

- 1 . Ore fomarn
| Collection types | | Rowtypes

| LIsT || 5E] || MULTISET | Mamed raw type: Unnamed row type:
FOW OF TYPE SN

52.2.1 ARRAYS

Informix-Universal Server does not support all the functionality belonging to the
ordinary Array type constructor. By example it is not possible to insert an element
to or select an elements from a specific position in the array.
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These parts of the expected functionality that is supported in Informix-Universal
Server is supported by the Collection data type *List™’

A list is an ordered collection of elements that allows duplicate values. Each element
in a list has an ordinal position in the collection. The order of the elements in a list
corresponds with the order in which values are inserted into the LIST.

The following example creates a table in which the month_sales column is a LIST.
The first entry (element) in the LIST, with an ordinal position of 1, might
correspond to the month of January, the second element, with an ordinal position
of 2, February, and so forth.

CREATE TABLE sal es_person

(
name CHAR( 30),
nont h_sal es LI ST(MONEY NOT NULL)

)

5.2.2.2 COMPOSITES
INFORMIX-Universal server includes two kind of composites, a named and an
unnamed called *Named row type’’and *Unnamed row type””

Named Row Type
A named row type is one way to create a new data type. A named row type can be
assigned to either a table or a column.

The following example shows how to create a typed table by assigning a named row
type to the create statement.

CREATE ROW TYPE person_t
(

nane VARCHAR( 30) ,
addr ess VARCHAR( 20) ,
city VARCHAR( 20) ,
state CHAR( 2),

zip | NTEGER,
bdat e DATE

);
CREATE TABLE person OF TYPE person_t;

The first statement creates the new data type person_t. The second statement
creates the person table, which contains instances of the person_t type.

In the next example, a new data type created by the named row type, and then this
type is used as a column definition in the employee table.

CREATE ROW TYPE address_t
(

street VARCHAR( 20) ,
city VARCHAR( 20) ,
state CHAR( 2),

zip VARCHAR( 9)

);
CREATE TABLE enpl oyee
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(
name VARCHAR( 30) ,
addr ess address_t,
sal ary | NTEGER

)

Unnamed Row Type

An important distinction between named and unnamed row types is that it is not
possible to assign an unnamed row type to a table. An unnamed row type is used to
define the type of a column or field only. In addition, an unnamed row type is
identified by its structure alone, whereas a named row type is identified by its name.

The following statement assigns two unnamed row types to columns of the student
table:

CREATE TABLE st udent

(
S_harme RONf _name VARCHAR(20), minit CHAR(1),
| _name VARCHAR(20) NOT NULL),
s_address RONstreet VARCHAR(20), city VARCHAR(20),
state CHAR(2), zip VARCHAR(9))

)

The s_name and s_address columns of the student table each contain multiple fields.
Each field of an unnamed row type can have a different data type. Although the
student table has only two columns, the unnamed row types define a total of seven
fields: f_name, m_init, |_name, street, city, state, and zip.

5223 SETS
INFORMIX-Universal server supports two kind of sets —an ordinary set and a
multiset.

Set

A set is an unordered collection of elements in which each element is unique. The
following example illustrates how SET might be used.

CREATE TABLE enpl oyee
(

name CHAR( 30) ,
addr ess CHAR (40),
sal ary | NTEGER,

dependents SET(VARCHAR(30) NOT NULL)
);

The above statement creates a table in which the dependents of each employee in
the company is defined as a SET:

Multiset

A multiset is a collection of elements in which elements can have duplicate values.
The following example illustrate how MULTISET might be used.

CREATE TABLE enpl oyee

(
name CHAR( 30),
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addr ess CHAR (40),
sal ary | NTEGER,
bonus MULTI SET( MONEY NOT NULL)

)

The statement creates a table where the bonus column is a MULTISET. In the
bonus column al the bonuses that each employee receives over time can be stored.

5.2.2.4 REFERENCES
References is not supported in the current version of 1US.

5.2.2.5 SQL SurPORT OF COMPLEX DATA TYPES

Row Types

Accessing individual fields in row types is supported by dot notation. This can be
used whether the type is a named row type or af unnamed row type.

The following example illustrate the use of dot notation.

CREATE ROW TYPE address_t
(

street VARCHAR( 20) ,
city VARCHAR( 20) ,
state CHAR( 2),

)

CREATE ROW TYPE enpl oyee_t
(

name VARCHAR( 30) ,
addr ess address_t
sal ary | NTEGER

);
CREATE TABLE enpl oyee OF TYPE enpl oyee _t;

SELECT address.city, address.state
FROM enpl oyee

The SELECT statement projects the city and state fields from the return value of
the address column.

Collection Types

The only way to select, insert, update, or delete individual elements in a collection is
through an external or SPL routine. In addition, you cannot perform sub-queries on
a column that is a collection type.

Collections of elements can be selected by using the keyword IN. The keyword IN
can be combined with the NOT, to search for collections that do not contain a
certain element.

5.2.3  Inheritance

Universal Server supports inheritance only for named row types and typed tables.
Universal Server supports only single inheritance. With single inheritance, each
subtype or sub-table has only one super-type or super-table.

That means INFORMIX-Universal server does not support multiple inheritance !
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5.2.3.1 TYPE INHERITANCE

Type inheritance applies to named row types only. You can use inheritance to group
named row types into a type hierarchy in which each subtype inherits the
representation (data fields) and the behavior (routines, aggregates, and operators) of
the supertype under which it is defined.

The following example creates the person_t super-type of the type hierarchy and a
subtype employee_t that inherits all the fields of person_t.

CREATE ROW TYPE person_t
(

nane VARCHAR( 30) NOT NULL,
addr ess VARCHAR( 20) ,

city VARCHAR( 20) ,

state CHAR( 2),

zip | NTEGER,

bdat e DATE

);
CREATE ROW TYPE enpl oyee_t

(
sal ary | NTEGER,

nmanager VARCHAR( 30)
)
UNDER person_t;

It is possible to define multiple subtypes under a single super-type. Although single
inheritance requires that every subtype inherits from one and only one super-type,
there is no practical limit on the depth or breadth of the type hierarchy.

5.2.3.2 TYPED TABLE INHERITANCE
Every table in a table hierarchy must be assigned to a named row type in a
corresponding type hierarchy. When you create a sub-table under a super-table, the
sub-table inherits all the properties of its super-table, including the following ones:

All columns of the super-table

Constraint definitions

Storage options

Indexes

Referential integrity

Triggers

The access method

The following CREATE TABLE statements define the simple table hierarchy

CREATE TABLE person OF TYPE person_t;

CREATE TABLE enpl oyee OF TYPE enpl oyee_t
UNDER per son;
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CREATE TABLE sales rep OF TYPE sales _rep_t
UNDER enpl oyee;

5.2.3.3 OVERLOAD OF FUNCTIONS
Routines can be overloaded based on type and number of parameters. It is not
possible to overload the return type.

When invoking a routine, the database server searches for a signature that matches
the routine name and arguments. If a routine with a matching signature exists it will
be executed. If no exact match exists, the database server searches for a routine to
substitute, by continuing matching the arguments from the left to right.

524 Rules
The IUS support rules as triggers.

5.2.4.1 UPDATE AND QUERY RULES
Triggers can be triggered by INSERT, DELETE or UPDATES. Select triggers is
not supported. So update rules exist, but query rules does not.

5.2.4.2 RULES IN SAME OR DIFFERENT TRANSACTION

All rules will be handled in the active transaction. If a trigger need to save
information even if the transaction is rolled back, it must do it in a way, not known
by the DB —e.g. write to a file.

5.2.4.3 RULES INTEGRATION WITH OTHER OBJECT-RELATIONAL FEATURES
There is no restriction in the functionality in trigger implementation beside the one
mentioned in the discussion of callback.

IUS has a lot of restriction in the usage of triggers. Only one INSERT and
DELETE trigger can be defined for each table, and if DELETE CASCADE set for
a table, no DELETE triggers can be created. Multiple UPDATE triggers is allowed
if they handle different columns.

Triggers may be created from a procedure as long as the procedure is not called
from a statement that modifies the table.

5.2.4.4 IMMEDIATE OR DEFERRED EXECUTION OF RULES
For each trigger the action can be specified to executed BEFORE, AFTER and for
EACH ROW of the triggering statement.

5.245 DETECTION OF LOOPS

Loops in triggers is detected, since no more than 16 levels of triggers is allowed.
Loops in user defined functions is only detected if they use stack-space (recursive
calls). Since functions may take as long as they need, the DB cannot detect loops.
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5.3 CONCLUSION ON INFORMIX-UNIVERSAL SERVER

COMPARED TO STONEBRAKERS ORDBMS DEFINITION

Stonebraker required
features

Informix-Universal
Server support

Base type extension Yes
Dynamic linking Yes
Client and server Only server
execution
Security modules No
Callback Yes
User defined access Yes
methods
Arbitrary length types Yes
Complex types
Arrays No —only lists
Composites Yes
Set Yes —single and multiple
References No
SQL support Yes (nothing for arrays)
Inheritance
Data and function Yes
inheritance
Overload of functions Yes
and methods
Types and tables is Yes
separate concepts
Multiple inheritance No
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Rules Query-rules No
Events No
Restriction in rules No but restriction in rule
implementation definition
Immediate/deferred Yes
rules
Same or different No
transaction
Loop detection Yes - some

54 OTHER ASPECT OF INFORMIX-UNIVERSAL SERVER
54.1  Overload of Operators

Operators can be overloaded based on the type of the operands. Operator overload
causes an operator to activate a user defined function.
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6 ORACLES8 AS AN OBJECT-RELATIONAL
DATABASE MANAGEMENT SYSTEM

This part of the report looks at how Oracle8 as a database product meets the criteria
set up for object oriented databases [St096].

6.1 A SHORT INTRODUCTION TO ORACLES

Oracle8 is the latest version of database management system from Oracle
Corporation.

Oracle Corporation is the biggest player on the marked for DBMSs to non-
mainframe based systems and it is therefore highly relevant to include Oracle8 in this
report.

Compared to previous version Oracle8 has been enhanced with some object
oriented features and the purpose of this chapter is to examine these in detail.

The version of Oracle8 used in this chapter is version 8.0.3 so some comments may
not be valid when looking at later releases.

For more information on Oracle Corporation and Oracle8 see
http://www.oracle.com

6.2 ORACLES8 AND STONEBRAKERS DEFINITION

Stonebraker sets up a number of criteria that must be met before a database can be
said to be fully object relational (for a detailed explanation please look in the
previous chapter):

User defined types

Handling complex objects

Inheritance

Rule handling
In the following sections we explore how Oracle8 meets these requirements.
6.2.1  User Defined Types
Oracle8 it is possible to define Cartridges.
Cartridges can be describes as a sort of plug-in modules that can be used to enhance
the functionality of Oracle8 —among other things Data Cartridges can contain new
types and corresponding operations.

Cartridges can (like the database kernel itself) make calls to external (shared) libraries
on operating systems where shared libraries are possible.
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As options to Oracle8 there are Data Cartridges for image processing, handling
video and for searching text.

In the Oracle8 architecture Cartridges can be placed on the client (user interface
cartridges only), the application server (business logic but not type enhanements)
and the database server (business logic and type enhancements with corresponding
functionality).

Devalopment Environmant -

Clisnt I_:artridges Appi'-r.ati:nn Ser\\-er_Cartridges Date Cartridges
4 P o I b | ,
r P ’ r r P r r
._?'

Universal Connectivity

e NE) W 7_;

Ay Cliern ,N' Application Sarvar Uniwarzal Data Sk

k]

- Managernent Environment

The illustration of the Cartridges system is from the Oracle website
(www.oracle.com) and reproduced without permission.

6.2.1.1 DyYNAMIC LINKING
Cartridges can be added to the database in a dynamic fashion so that is not necessary
to shut down the database in order to add the cartridge.

6.2.1.2 CLIENT OR SERVER EXECUTION

The Cartridge concept in Oracle8 does not in it self offer any opportunities to
change the place of execution for the user defined operations. If a type is declared
together with its operations (called methods i Oracle8) then the operations are
always executed on the server.

There is however not anything that prevents the developer to make two cartridges in
stead of one. One of the cartridges could then contain the type declarations and the
operations to be executed on the database server, and the other the operations
which can be executed on the application server or on the database server.

Although such a division is possible it does go against the object oriented way of
thinking of objects as a whole and not as separate parts containing data and
methods. However even though the division is not made the fact still remains that
for most object oriented systems the methods are executed on the clients and not
on the server.

Another problem in this regard is that even if functionality is indeed server based it
might not be what Stonebraker calls server based execution. This is because of the
security implementation where unsafe functionality is executed in a separate memory
space then that of the database kernel (see section6.2.1.3). This type of execution is
probably not what Stonebraker will categorise as server based execution.

True server based execution is only possible when writing the cartridge functionality
in PL/SQL —Oracle8 programming language.
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It is however not completely clear how Stonebraker imagines that the free choice of
execution can be implemented so for now the preliminary conclusion is that Oracle8
is in accordance with the requirements by Stonebraker on this —although this might
be a friendly interpretation.

6.2.1.3 SECURITY

Cartridge functionality written in languages that have the potential to be problematic
security wise (some 4GL languages, many 3GL languages and of cause assembler
code) must be placed in shared libraries and called through a separate process. This
is to ensure that the database kernel itself cannot be corrupted by a programming
error in the Cartridge code.

The figure below illustrates the process of calling external functionality.

Crack=i PLQL Aif—

Databax= T

DL l=hiil==a

d—f

6.2.1.4 CALLBACK
All shared functionality has the possibility to perform callbacks to the database —
both safe cartridge functionality, and unsafe functionality placed in shared libraries.

6.2.1.5 USER DEFINED ACCESS METHODS (INDEXES)

Oracle8 offers the opportunity to create indexes on any combination at attributes
for a given type —however only as long as the type is one of Oracle8 basic data types
—i.e. not a user defined or complex type.

It is not possible to index nested tables or arrays.

There is not —as Stonebraker requires —the possibility to create user defined access
structures, or to create indexes based on functional values (e.g. to create an index
based on an upper case conversion af at character attribute). Oracle claims that this
will be possible from release 8.1 of Oracle8 (sometime during 1998).

The conclusion is therefore that Oracle8 does not meet the Stonebraker
requirements in this case.

6.2.1.6 INFINITELY LARGE TYPES
Oracle does not mention any limitations on user defined types in the technical
documentation.
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However there is a limitation on the size of large binary objects (4 GB) and it must
be assumed that this limit also applies to user defined types (especially on a 32 bit
platform).

6.2.2  Complex Objects

Stonebraker requires as a minimum that the following complex types must be
supported in an object relational database (in Oracle8 terminology these types are
not separated from the user-defined types we have discussed in the previous
section).

6.2.2.1 ARRAYS
Oracle8 supports arrays —i Oracle8 they are named VARRAYSs (for VARying
ARRay).

An example of the declaration of an array i Oracle8 could be:
CREATE TYPE MY_BANANAS as VARYI NG ARRAY (1000) OF BANANAS;

This creates a type (MY_BANANAS) which consists of up to 1000 BANANAS (a
previously declared type).

There are no limitations on the types of the elements in arrays.

6.2.2.2 COMPOSITES
Oracle8 supports composites —i Oracle8 they are called OBJECT.

An example could be:

CREATE TYPE BANANAS AS OBJECT
(wei ght NUMBER( 10, 3),
ri peness RI PENESS FACTOR,
MEMBER FUNCTI ON get _eat en RETURN BOCOLEAN

)

Each attribute can have any type (RIPENESS_FACTOR is presumed to be an
already declared type).

6.2.2.3 SETS
Oracle8 supports sets —in Oracle8 this type is called TABLE.

The VARRAY example would look like this if a TABLE type is used in stead of a
VARRAY:

CREATE TYPE MY_BANANAS as TABLE OF BANANAS;

6.2.24 REFERENCES
Oracle8 supports references —i Oracle8 this type is called REF.

A reference in Oracle8 does not have to point to an actual object, either because the
reference has not yet been initialised, or because the object that was referenced has
been deleted.
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The reference is then DANGLING —a state that can be tested before the reference
is used.

An example of the used of references is:

CREATE TYPE WORKI NG_PERSON _TYPE AS OBJECT
(name VARCHAR2(80), EMPLOYER REF EMPLOYER TYPE);

6.2.2.5 SQL surPORT FOR COMPLEX TYPES
Oracle8 supports all of the above types directly in SQL by using dot-notation for
composites and references, and [] for arrays.

Oracle claims that Oracle8 is compliant with the emerging SQL3 standard for object
relational databases, but since the SQL3 standard is not yet finalised this is not
possible to test.

6.2.3  Inheritance

Inheritance between types is not supported in the current release of Oracle8, but
Oracle has promised that it will be a part of the next major release (8.1 —release
sometime in 1998).

There will be support for single inheritance only, and there are no plans to support
multiple inheritance.

Looking at Oracle8 from the object oriented point of views the total lack of any
kind of inheritance is a major disappointment, but it has been Oracles perception
that this is not an indispensable feature in an object relational database.

This is in start contrast to the requirements of Stonebraker that a fully object
relational database must support, not only inheritance but also multiple inheritance.
Even if multiple inheritance is a disputed aspect of object orientation there is no
question that inheritance as such is a useful and significant aspect of object oriented
(and obiject relational) development.

6.2.3.1 FUNCTION AND METHOD OVERLOAD

It is possible to overload functions in Oracle8 (as it was in Oracle7) by oveloading
the number and type of parameters. It is not possible to overload on the return type
only.

6.2.4 Rule Handling

Rules are called triggers in Oracle8 (at least the rules that do something besides
ensuring the standard data integrity like parent-child, null allowed etc.)

RULES ON QUERIES AS WELL AS CHANGES
Oracle8 does not support triggers on queries in the database. Only changes can
cause triggers to be executed.

RULES IN SEPARATE TRANSACTIONS
Oracle8 does not support rules in separate transactions.
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NO LIMITATIONS ON RULE FUNCTIONALITY

Oracle8 generally allows all types of functionality in triggers (inserts, updates, and
function calls). Some operations can lead to loop and will therefore be prevented
from executing.

IMMEDIATE/DEFERRED EXECUTION OF RULES
Oracle8 offers a limited possibility to chose when a trigger is executed but only if is
executed before or after the triggering statement.

It is not possible to defer the execution of triggers to commit time, but it is possible
to defer the data integrity rules until commit time.

LOOP DETECTION

Oracle8 discovers loops in the execution of triggers, but only on the table level. This
means that Oracle8 often terminates triggers that were in fact not causing a loop,
and this restricts the functionality somewhat.

Since this is probably an unsolvable problem (comparable to the halting problem of
the Turing machine) it is hard to blame Oracle for this.

6.3 CONCLUSION ON ORACLE8 AND STONEBRAKERS
DEFINITION

Stonebraker Met by Oracle8?
requirement
User defined types
Dynamic linking Yes
Client or Server Can be programmed
execution
Security Yes
Callback Yes
User defined access No
methods
Infinitely large types Yes
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Complex objects
Arrays Yes
Set Yes
Structures Yes
References Yes
SQL support Yes —SQL3 compliant.
Inheritance
Inheritance No
Function and method Yes
overload
Rule handling

Rules on queries as well | No —changes only
as changes in the
database

Rules in separate No
transactions

No limitations on rule Yes
functionality

Immediate/deferred Partially —before/after

execution of rules insert but not deferred
until commit

Loop detection Yes —but somewhat
restrictive.

6.4 FURTHER OBJECT-RELATIONAL ASPECTS IN ORACLES

Oracle8 offers at least one interesting additional aspect which is not covered by
Stonebrakers requirements —the concept of object views.

6.4.1 Object Views

In Oracle8 there is a mechanism specifically designed to make it possible (or easier)
to lift or change a purely relational database to an object relational or indeed object
oriented format. This will in turn make it easier to use object-oriented tools to
develop new functionality.
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The mechanism is called object views and is used to link the attributes of a complex
(user defined) type to a select in the relational database (exactly like the columns of a
normal view is linked to a select).

Where object ids are normally created by the database, it is the responsibility of the
developer to define the object id as a combination of columns in the defining select
(typically this will be a combination of primary keys used in the select).

If an object view involves more than one table then it is also the responsibility of the
developer to specify how insertions of new object or updates on existing ones must
be performed. This is done by specifying an INSTEAD-OF trigger, which will then
execute instead of the insert or update.

After this is specified the objects can be treated as any other objects in the database.

Oracle has intended this as a feature to be used when converting systems from a
relational to an object oriented look-and-feel in a gradual fashion with out having to
change the fundamental relational model.

It is interesting that Stonebraker does not have a similar requirement because this (in
theory anyway) seems to be a very useful feature. However Stonebrakers focus is not
on moving systems from relational to an object-oriented model, but only on the
features necessary after the move has been performed.

6.5 GENERAL DATABASE ASPECTS
This section looks at basic database aspects of Oracle8.
6.5.1 Transaction Management

Oracle8 offers all the transaction mechanisms traditionally found in large-scale
relational database systems like atomic transactions and consistency.

As far as we have been able to find out there are no new and advanced transaction
mechanisms like for instance co-operative transactions in Oracle8

6.5.2  Concurrency Control

The concurrency control in Oracle8 is very fine grained —Oracle8 locks (as Oracle7
does) on the record or object level to allow for a high number of concurrent
transactions on any table (normal relational or object table).

6.5.3  Query Optimisation
Oracle8 has two ways of performing query optimisation:

A rule based optimisation where the use of access method is determined by a
fixed set of rules. This optimisation approach has also been used by earlier
versions of the Oracle database. The rule-based approach does not offer the
application programmer a nice way to inform the optimizer of the best
approach (which may be obvious to the programmer since he/she knows
the distribution of data in the tables).
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A cost based optimisation where the use of access methods is based of a
computed cost taking into account the distribution and cardinality of data,
the size of the tables, and the performance of the 1/0 sub systems. This
approach originates i Oracle 7 and has been functioning well since release 7.3
of the database. This approach allows the application programmer to make
hints to the optimiser as to the best approach.

Oracle has enhanced the query optimizers (both approaches) to handle the object
relational features. As the query optimizers in Oracle7 are quite efficient, there is no
reason to assume that this is not the case in Oracle8 (in fact one of the claims by
Oracle is that the cost based optimiser has been significantly improved since
Oracle?).

6.5.4  Versioning of Data
Oracle8 does not support versioning of data.
6.5.5 Replication and Distribution

Oracle8 does not support replication or distribution of objects as it does for
relational data. Oracle promises that this functionality will be included in the next
major release (8.1).

6.5.6  Schema Evolution

There is a problem in Oracle8 with regard to expansion of types. It is not possible to
expand a type with an extra attribute (corresponding to expanding a table with an
extra column).

This means that types must be defined correctly from the very beginning, and that if
it later becomes necessary to expand the type then a large scale conversion of the
entire database becomes necessary.

Since it is our experience that is often necessary to do so during the lifecycle of any
system this seems like a serious handicap.

6.5.7 Integration to Host Languages

Oracle8 supports its own programming language (PL/SQL —a computationally
complete extension on standard SQL) at both the server and client level (when using
the development tools from Oracle), but it is possible to use a wide variety of other
languages to interface to the database.

The relational part of Oracle8 may be accessed directly by C, C++, COBOL and
other languages through the use of pre-compilers, and by any language suppoting
the use of shared libraries through the use of the Oracle Call Interface. However we
do not feel that the use of the OCI interface can be considered a true integration to
a class of host languages and the OCI interface will not be discussed further in this
chapter.
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When looking at the object relational part of Oracle8 however there is currently only
directly support for C++ through the use of the object type translator (OTT), and
an object cache. Integration to Java is not supported yet but Oracle claims it will be
in the immediate future.

The OTT is a utility that generates struct definition to use when creating C++
programs to access the database through.

The Object Cache is a memory area on the client where objects used by the client
program are cached. This allows faster access to objects while executing an
application because the referenced objects can be cached on the client i stead of
being fetched from the database each time they are used. The object cache is a
feature that is also found in many of the object-oriented databases.
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7 INTRODUCTION TO OBJECT-ORIENTED
DATABASE MANAGEMENT SYSTEMS

As described in Chapter 2, we can define the concept of object-oriented database
management systems by:

A DBMS is an object-oriented database system (ODBMS), if it supports the object-
oriented data model, and the DBMS implements the DBMS services and
components as described in Chapter 1.

Historically, the development of ODBMS have taken two different offsprings: The first
offspring originates from the programming languages that tried to develop concepts for
persistent data (see later), and these concepts have further evolved into trying to take
DBMS services into account.

The second offspring is the database area, where the impedance mismatch (see later)
between the data models in the object-oriented languages and the database systems
(most notable the relational data model) resulted in increasing problems for the
application programmers (primarily due to the increased complexities within new
application domains), and the database community therefore had to start developing
solutions to these problems.

The results in these two communities are at the same time very different, and very
similar. The database community developed more elaborate data models, based on the
relational data models (e.g. the extended relational data model) - a development that is
now entering the object-oriented data model by the different proposals for an object-
relational data model (as already described in Chapter 3?). We will not discuss this
development further in this chapter.

The programming language community have developed a number of proposals for
persistent data models for different languages, e.g. Algol60, Pascal, InterLisp, etc. Also
here, the object-oriented data model became the most prominent data model, giving rise
to persistency models for languages like Smalltalk-80, Trellis/Owl, CLOS, C++, BETA,
etc.

The notion of persistency originates from the work on PS-ALGOL, which is a
milestone in the development of concepts for persistence in programming languages
[ABCB83]. It is outside the scope of this report to give a full account for the research in
persistence in programming languages. Interested readers may find a more detailed
account in Part I of [AFO89]. We will in the following give a short introduction to the
most important issues (mostly taken from Part | of [AFO89]. We will only deal with
persistence within object-oriented languages, but most issues are similar for non-object-
oriented languages.

7.1 IMPEDANCE MISMATCH

If persistent objects are not supported, the programmer has to write code that transfer
persistent objects to and from secondary storage. The secondary storage that are
available to the programmer, often file systems or database systems, is likely to have a
different data model, i.e. having other modeling capabilities that the language in which
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the application is written. This difference in modeling capabilities gives rise to a
mismatch, called the impedance mismatch [CM84]. Impedance mismatch implies that
the application programmer needs to maintain a non-trivial mapping between language
objects and their representation in secondary storage. The application programmer has
to develop and maintain two representation of the application model, and keep these
representations consistent, despite the possible incompatibilities of the two data models.
The implementation of these mappings adds to the complexity and in [ABC83] it is
reported, that experiences shows that typically 30% of the code in an application
program is concerned with transferring and mapping objects.

7.2 PERSISTENT VS. TRANSIENT DATA

Persistence is an aspect of object lifetime. We define thelifetime of an object as the span
of time from its creation to its eventual destruction. We can now define the notion of
shared objects:

An object is shared, if and only if it is involved in more than one program
execution during its lifetime. If these program executions are concurrent, the
object is concurrently shared, otherwise it is sequentially shared.

Given this definition we can introduce the definition of persistent objects:

An object is persistent if and only if it is sharable between different program
executions. And we call a non-persistent object atransient object.

Please note, that it is theability to be shared that makes an object persistent. Supporting
persistent objects within a programming language gives both benefits and drawbacks:

Benefits:
Development time decreases: The programmer is relieved from the task of

writing code that map and transfer objects to and from e.g. the file
system.

Program length decreases: Programs will be shorter and focus on the actual
task, instead of being burdened by special program parts for mapping
and transferring objects.

Complexity decreases: Support for persistent objects abstracts away much
details commonly visible to the programmer.

The type protection of the language will also apply to the persistent objects.

Data encapsulation is not violated.

Drawbacks:

Efficiency: When implementing a language that supports persistent objects,
choices are likely to favor particular applications.
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Pay for non-use: Support for persistent objects may impact applications not
using it.

7.3 ASPECTS OF PERSISTENT OBJECTS

When designing a system for persistence, we have to deal with a number of aspects.
7.3.1  The Specification Aspect

Here we have to deal with how and when persistent objects are pointed out. We can
separate persistent objects into two categories: permanent persistent objects, and
temporal persistent objects. Apermanent persistent object is an object which is persistent in
its entire lifetime. A temporal persistent object is an object which may, but not need to,
remain persistent.

For temporal persistent objects there need to be facilities for controlling when an object
become persistent. A number of models exists. One is to control this by a bit in the
object, such that the object become persistent when this bit is set. Another, more
popular, model is the reachability model: objects are persistent if they can be reached by
following object references from some specific objects, called thepersistent roots.

Persistent roots

We say that objects are persistent if and only if they can be reached if we recursively
follow object references from a persistent root. We call this thetransitive closure of the
persistent root.

The above figure illustrates a program execution with three persistent roots. These
three roots gives rise to three transitive closures of persistent objects, illustrated by the
three different gray areas. Note that these transitive closures may be overlapping, such
that an object may belong to more than one transitive closure (i.e. is reachable from
more than one persistent root). Note also, that the transient objects are those objects
that cannot be reached from any persistent root.

Not all objects in a language may be allowed to become persistent. We say that a
language supports type dependent persistence if only certain types of objects are allowed to
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become persistent; otherwise the persistence is calledtype independent. Type dependent
persistence often increase the complexity of programming, and is in many cases
implemented by enforcing that only objects, inheriting from some specific classes may
become persistent.

7.3.2  The Access Aspect

In order to identify persistent objects (or specifically persistent roots in the reachability
model above), we have to have some sort of naming mechanism. We have previously
described that an intrinsic property of the object model is that all objects has a unique
identity. For persistent objects this implies that they must have some sort of globally
unique identity (often called GID). This implies that the naming of persistent objects
(roots) is some sort of mapping between names and GIDs.

7.3.3  The Manipulation Aspect

Since persistent objects are shared object, see the definition of persistence, objects
manipulations are subject to synchronization problems, exactly as described in Chapter 1
when discussion transactions (issues like incomplete manipulations, concurrent updates,
locking, etc., implying that proper support of persistence actually implies the need for
some sort of transaction mechanism.

Another aspect of manipulations is, whether the manipulations of persistent objects are
transparent. We say that persistence is transparent if the application programmer
manipulates persistent objects exactly as transient objects. Obviously, non-transparent
persistence gives rise to more complex software.

7.3.4  The Safety Aspect

Again, since persistent objects are shared, there are safety issues to deal with, like
autenthization of multiple users. This again leads to the demand for DBMS facilities for
persistent storage.

7.3.5  The Transfer Aspect

Persistent objects needs to be transferred between the persistent storage media and the
runtime storage of the programs, manipulating these objects. Objects transfer is time
consuming and there is therefore a need for efficient mechanisms, such as object
caching, lazy fetch, and clustering. Again leading to demands for DBMS facilities for
persistent storage.

7.3.6  The Location Aspect

Since persistent objects are shared among program executions, a persistent object may
reside at many different locations, namely the persistent store, or the runtime storage of
any of the concurrent programs accessing the persistent object.

Most systems only allow a persistent object to reside at one location at a time: in the
persistent store when not accessed at all, or at one program execution at a time,
essentially either disallowing concurrent access, or at multiple program executions, giving
rise to serious synchronization problems.
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When multiple locations of a persistent object is allowed, we say that the persistence is
location transparent if there is no way to know where an objects reside.

This is a very complex topic, and also includes the possibilities forobject mobility: the
ability of an object to reside at different locations, and then having the system in some
way transfer all requests for services on the object be directed to the current location of
the object.

This also extends to distributed persistent storage, where a persistent object may reside
in different persistent storages during its lifetime.

7.3.7  The Stability Aspect

The stability aspect deals with issues like soft-crash or hard-crash in the persistent
storage, giving rise to the persistent storage being somehow destroyed. This implies that
the persistent storage needs DBMS facilities for checkpointing, etc., and essentially a full
recovery system.

7.3.8  Other Aspects
The final aspects, we would like to mention are:

Evolution: the abilities of persistent storages to deal with object and schema
evolution.

Browsing persistent objects: This is facilities for gaining access to the persistent
objects in a persistent storage without having to write applications for accessing
them.

Query operations: Having access to the persistent objects is not enough in itself.
Essential is also the ability to be able to execute queries on the collections of
objects in a persistent storage.

7.4 PERSISTENCE AND ODBMS

As it can be seen above, the definition of persistence in programming languages
immediately gives rise to the need for a number of facilities found in DBMSs. The
research in persistent languages therefore gradually evolved from being research in
persistence to being research in the intersection of traditional database functionality, and
the object-oriented persistence model. This lead to the definition of the object-oriented
database model (as defined above).

Object-oriented database systems thus originate from the object-oriented programming
language community, whereas the object-relational database systems rather originates
from the traditional relational database community.

These different origins of the two somewhat competing database strategies is still very
visible on the two database model, and it is very difficult currently to give well-founded
arguments for what future developments we will see: whether the two models will
converge towards a unified model, whether both will survive on their respective markets,
or finally whether one of the models will become the major future database model (like
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the relational model have been for the last 10-15 years). It is reasonable to guess that
this will to a large extend be governed by commercial forces rather than necessary the
technical merits for either of the models.

7.5 COMMERCIALLY AVAILABLE OBJECT-ORIENTED
DATABASE MANAGEMENT SYSTEMS

In this report we will examine commercially available object oriented databases on the
market. For each database, we have tried to cover as many items as possible from our
list of things to examine. But in some cases we have been forced to omit certain items as
it has not been possible to find the necessary information. So in some cases for one
database we may cover topics not mentioned in the examination of others.

Please note that we have not actually installed and used the different databases.

The document is based on information available from the web-sites of the vendor. For a
list of URLSs as well as literature used, please see chapter Error! Reference source not
found..

The following databases will be examined: POET, O2, Obijectivity and Jasmine.

Our motive for choosing exactly these four databases are based on the availability of
documentation from the vendor i.e. the internet or other sources such as books. This is
also the reason why products such as Versant and ObjectStore were ruled out. It was
practically impossible to gain information without actually buying the databases.

We found that POET maintains an excellent web site, with extensive downloadable on-
line documentation, and search capabilities. Also POET claims to be fully ODMG2.0
compliant, which itself makes the product interesting, as we are currently investigating
this standard..

02, Obijectivity and Jasmine were considered to be interesting opponents to POET, as
they all seem to address performance and tuning matters in a more comprehensive way
than POET does. Furthermore Jasmine is a brand new product, though based on "old"
Fujitsu technology, and as such interesting.

Besides, all vendors of these specific products appeared to be very helpful with
documentation and "trial" versions of the databases.
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8 POET

8.1 APPLICATIONS
8.1.1  Structured Query Language

POET supports the query language OQL, as defined in the ODMG 2.0 standard. Please
note that besides OQL you can choose to use C++ / Java calls to query objects from
the database.

OQL is implemented as strings of type PtString which is passed to the ogl function of
type OQL_Query.

812 API

As part of the database POET supply APIs to integrate the programming languages
C++, Java and ActiveX from Microsoft as well as Delphi from Borland.

8.2 INTERNAL STRUCTURE
8.2.1  Persistence

Persistence is acquired by declaring your classes as being persistent. This will in C++
look like this:

persistent class String {
long Count;
public:
String();
~String();
long Cetlength();
i

Based on this declaration POET will build the database, and register your classes in the
class dictionary.

We observe the only thing that distinguish the above code from ordinary C++ syntax is
the keyword “Persistent™’ As this keyword is not recognized by any C++ compiler it
must be placed in its own header file with extension .hcd. Then a POET preprocessor
must be applied to the source code. This process generates a C++ header filer (.hxx) in
which your persistent class inherits from ptObject which provide methods to implement
the persistence.

If you wish to store the above class you simply issue the statement:
status=String.store();

This will store the object with its actual state in the database. When the object changes
its state you will have to invoke the store method once again.

If you look at the result of the preprocessing you will notice that your class actually
becomes a subclass of ptObject. Thus we decide that persistence in POET is not
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orthogonal, as we have to make our classes subclasse of a designated class in order to
make them persistent.

Furthermore the above functionality forces the developer to track changes in the objects
states, in order to make them persistent as the states changes. This leads to the
conclusion that the persistence is not transparent nor orthogonal.

8.2.2  Concurrency Control

POET supports multi-user access to database objects. This can be implemented in two
ways: Object Locking or POET Events. The latter is POETs own so called *Event
notification architecture”’

8.2.2.1 OBJECT LOCKING

As is the case for relational databases locks are the normal way to ensure consistence
when multiple users are accessing and modifying the same objects. POET offers locking
on seven different levels:

Guarantees for a Restrictions for other
Lock Mode given process processes
PrLE_NONE nonge none
PILE_READVIXELETE read can't delete
PILK_READRVWRITE el can't write or delete
FPHLK_WERITEVWRITE read, write can't write or delete
PtLk_DELETEVWRITE reach, write, delete can't write or delete
PLK_DELETEVREAD resadd, write, delete can't read, write or delete
PILK_EXCLUSIVE read, write, delete can't read, write or delete
irinsaction write lock read, write can't wrile or delete
ransaction delete lock | read, write, delete can't write or delete

Hlustration from POET “Technical Overview”’ (http://www.poet.com/techover/tech4.htm)

POET operates with a term called *1ock depths™’ This indicates how deep into a given
object-hierarchy a lock will take effect. In other words the programmer can define the
depth of the lock in order to reduce overhead.
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The following illustration shows the levels of lock depths:

PtFLAT Only the object itself is involved

road object

L .

[depend9|l1 ] [ target of J [ target of ]

object andemand pontar
PISHALLOW Only the object and its dependent objects
(default Tor Deletet 1) are involved
rexn abject \
target of target of
andemand pomter
PING_ONDEMAND The object and all referenced objects that are

not ondemands are involved

rexn abject

target of
andemand

PtDEEP The object and all referenced objects
(cefault Tor Stared 1) are involved

ta rg:;m of
pointer

rexn abject

target of
ondemand

Hlustration from POET *"Technical Overview” (http://www.poet.com/techover/tech4.htm)

ta rgjm of
pointer

8.2.2.2 POET EVENTS

The alternative to *Object locking’”are events. This method makes it possible for
applications to communicate database modifications via the POET server. This
communication is event-driven.

Now the applications defines triggers which will be executed when a given event occurs.
According to POETS *Technical Overview’’this method has several advantages to
conventional event-driven systems, for which the following example are true (observe
that the example assume that we do not use locks):

If a client wish to communicate a change in the database to the other clients
on the network, it has to identify those who might be interested in the
information.

Next it has to send the message to each client on the network.

POET address this problem in a different way. Clients who wish to be informed of
certain changes in the database, i.e. an update of an object, define an event-trigger which
is registered in the database server. These triggers will be executed sequentially when an
event of the given type occurs:

The following illustration lists the POET Database Event Triggers.
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PtWATCH_HONE = 0:0000; Tro not wratch for angrthing
PtWATCH STORE = 0:0001;  Watch for stores; do not refresh the object if a store ocours
PtWATCH UPDATE = 0x0003;  Watch for stores; Tffesh the object if & store ocoms
PtWATCH DELETE = 0:0004;  Witch for deletes

POWATCH IVSERT = 0:0008;  Watch for newe objects inserted in an All5st

PtWATCH LOCKE = 0:0010;  Watch for locks

POWATCH UHLOCK = 0:0020;  Watch for mmlocks

Hlustration from POET *"Technical Overview” (http://www.poet.com/techover/tech4.htm)

8.2.3 Distribution

It is not possible to distribute a POET database.
8.2.4  Transactions

POET supports three different kinds of transactions:

8.2.4.1 INTERNAL TRANSACTIONS

As we know an object may have several sub-objects, we also know that one database
modification may lead to several database transactions. In other words when an object is
stored in the database, all sub-objects of that type will be stored as well. All these single
operations are combined into an internal transaction.

8.2.4.2 SIMPLE TRANSACTIONS

In order to use this type of transaction the application program must define transaction
start and commit boundaries. Operations failing inside these boundaries will not be made
persistent. However changes within boundaries are visible to the client application
immediately after the modification and beforecommit. Other client applications will not
be able to work on the modified data until a commit statement has been issued.

8.2.4.3 NESTED TRANSACTIONS

It is possible to operate on transactions which are dependent of other transactions.
These are said to be nested. But what if the outer transaction fails and the inner
transaction, which is dependent of the outer transaction, commits? POET addresses this
problem by prohibiting the inner transaction from committing until the outer
transaction commits.

8.24.4 CoOMMIT/ROLLBACK

POET allows for one or two-phase commit. Please note that *two-phase’”commit in
this context has nothing to do with distributed databases. POETs concept of two-phase
commit is to write data into a swap file on disk and then update the database from this
file. According to POET this method prevents the database from being inconsistent if a
hardware-failure occurs during a commit. Thus the swap file can be used to recover
from a database failure.

In a future release of POET the two-phase commit concept will support distritted
servers and databases.
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8.2.5 Recovery

POET is capable of bringing the database up to a consistent level after the following
situations (Note that POET operates with a transaction file to which database changes
are written, before the database is brought up-to-date):

An error occurs during a transaction, but beforecommit. In this case the transacton will
not change the database, and the recovery function will not start.

The error occurs during the commit of a transaction, but before the transaction are
written to the disk. In this case the database is still consistent, and the recovery function
will clean the transaction file.

The error occurs after the transaction file has been written to disk, but before the
database is updated accordingly. In this situation the recovery will finish the transaction
and update the database. This method is called *toll-forward™’

8.2.6  Versioning of Data
POET does not seem to offer versioning of data.
8.2.7  Schema Evolution

During the lifetime of a program, classes are subject to changes as the system may
evolve to support new business logic etc. This means the database must be able to
handle the fact that a class implementation may change from time to time. POET is able
to handle this, as all versions af a class is stored in a class dictionary.

By keeping track of all class modifications the database knows when a class has been
modified, and are able to convert all objects of that class.

8.2.8  Garbage Collection

Depending on the host language POET applies different methods to handle de-
allocation of objects in memory. Thus if you use applications written in Java, POET will
use a garbage collector to ensure that de-referenced objects are removed from memory.

If C++ is used as programming language the programmer controls which objects he
wish to keep in memory. Thus he will be able to *pin””often used objects into memory,
to ensure these are always available. Of course this leads to the well known problem, that
the programmer has to deal with memory allocation and de allocation himself.

8.2.9 Replication

POETs view of replication is reflected in the two functions CheckIn’”and *TheckOut™’,
CheckOut is capable of replicating parts of the database into a so called *Wworkspace™
Parts of the database may consist of individual objects and object-hierarchies. The
objects you replicate are marked as read-only in the database.

As a workspace behaves exactly as an ordinary database you can modify data in your
workspace as suits you.
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By using ChecklIn you are able to synchronize your workspace and database. The latter
will be updated accordingly to modifications made to the workspace. For example this
functionality makes it possible to export your database to a laptop, and later on
synchronize the modified database on the laptop with your corporate database.

8.2.10 Query Optimization

To be able to use all of POETS optimization facilities, you must use the Software
Development Kits provided by POET for either Java or C++. The ODMG bindings
does not support all optimization methods in POET. POET does not seem to have a
query optimizer as seen in Oracle 7 / 8.

8.2.10.1 BATCH TRANSACTIONS

If an application use simple or nested transactions a list of “$hadow indexes”is
maintained. These indexes ensures that occurred transactions not yet committed are
visible to following queries in the applicaton. Imagine a program that updates an object
which is shown in a combo-box before the transaction is committed. By using shadow
indexes POET are able to show the modification before the commit.

However this functionality leads to intensive network traffic, and will reduce execution
speed for your application. Therefore it is possible to disable this facility. Transactions
without shadow indexes are called *Batch transactions”’

8.2.10.2 INDEX

Besides increasing the speed of your queries an index can be used to determine the sort
order of selected rows from the database. This type of index is build on value-based
attributes (the attributes of an object).

8.2.10.3 INDEX BY OBJECT IDENTITY

Instead of building an index on attributes, you can choose to build an index on an object
or a set of objects. According to POET this will increase execution speed, and is suited
for queries on aggregated relations. An aggregated relation is a typical parent-child
relation, in which the child cannot exist without the parent. As opposed to a relation
where both sides may exist without the other.

8.3 FACILITIES
8.3.1 Data types

The following set of data types are available to the developer:
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General Name Functionality
d_Database Access to the POET database.
PtD_Root Administration of application-
wide settings and variables
d_Obiject All persistent classes must be
inherited from this class.
d_Transaction Provides methods for
transactions.
d_Iterator Generic behavior for iteration.
d_Error If a C++ exception has

encountered an error, you can
use this type to determine the
error.

Collections

d_Collection Virtual base class for all
“tollections™

d_Extent Access to the automatically
maintained set of objects of a
class.

d_Set Unordered collection with no

duplicates allowed.

d Bag Same as d_set but allow
duplicates
d_List Ordered collection of elements

with no duplicates.

d_Varray One-dimensional array of
varying length.
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REFERENCE
SAND
RELATIONSH
IPS

d_Ref For each persistent class T the
smart pointer class d_Ref<T>
is defined.

d_Ref Any Handles generic references and
conversions of references in the
type hierarchy.

d_Rel_Ref Traversal path for single
cardinality relationships.

d_Rel Set Traversal path for relationships
of varying cardinality.

d_Rel_list As d_Rel_Set but with elements
held as an ordered list.

STANDARD
DATA TYPES

d_Date Represents a date as consisting
of a year, a month and a day.
Supports the day of the week as
well.

d_Interval The duration of time.

d_Time A specific time.

d_Timestamp A combination of date and
time.

Queries

d_ OQL_Query Provides methods for working
with queries expressed as OQL
statements.

8.3.2  Navigation

It is possible to follow pointer references between classes. Thus POET maintains a a
class of so called *tlass extents””for all classes declared persistent. The class is
implemented with a method ::Get() which can be used to a sequential traversing of all
persistent classes. The class extent contains all types of persistent classes in your
application.
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8.3.3  Exceptions

As an error occurs an instance of class d_Error will be activated by a standard C++/Java
exception.

8.3.4  Definition Language

In order to define your database schema POET implements ODL as defined in the
ODMG-93 standard.

The ODMG standard describes two ways to define your database; either you can use
ODL, or you can use your existing C++ class definitions from which the database will
be generated.

Thus ODL can be used to create relations between objects. To implement this use the
data types described in *References and relationships”’

8.3.5 Integration to Host Languages
POET supports Java and C++ bindings as defined in the ODMG 2.0 standard.
Furthermore POET supply their own SDKs for C++, Java, Delphi and Visual Basic..

These addresses specific POET optimization issues. For a list of different kinds of
optimization see paragraph.
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9 02

9.1 APPLICATIONS
9.1.1  Structured Query Language

02 supports SQL. The result sets from queries is delivered directly into host language
variables. This way the well known *Impedance mismatch’”problem where you have to
worry about mapping the results from a relational query into your object structure is
solved. I believe this must be a general matter for all object oriented databases
supporting SQL.

912 API

Application programming interfaces are provided to support C++. This means that in
order to make a class persistent in either languages you do not use the API, but the
specific language binding. The APIs are used to directly accessing the O2 engine as well
as O2 storage mechanisms.

According to the documentation every programming language, capable of supporting a
C calling interface can use the API as well. For C++ the API consist of two parts; the
O2Engine API and the O2Store API.

The O2Engine API fall into two categories:

Schema Manager. Which provide functions to allow an application to define
classes and types, as well as working with schemas, databases and names.

Object manager. Contain functions that permit the access to instances of
complex data structures in one or more O2 databases.

The O2store API provides functions that fall into three different categories:

Storage management functions allow an application to organize data into
records, long data items, and files.

Access management functions provide mechanisms for accessing data.

Transaction management functions to support concurrency and recovery of
data.

Besides these APIs O2 provide bindings for C++, Java and Smalltalk. In paragraph
9.2.1we will examine how persistence is implemented in C++.

9.2 INTERNAL STRUCTURE
9.2.1 Persistence
In O2 you have the choice of working with persistent pointers or roots. The following

examples are taken from the 02 Database System Technical Overview.
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9.2.1.1 PERSISTENT POINTERS

A persistent pointer to a class is similar to normal C/C++ pointers. In order to make a
class persistent O2 automatically provides the so-called twin class d_Ref<Class name>,
which acts as a persistent pointer to objects of class *Tlass name”’ To declare a pointer
to a class the programmer issues the command d_Ref<Class name> p, where p is the
pointer.

The following example illustrates the use of persistent pointers:

class Gty {
char* nane;
Bitmap * nap;
d_Li st <d_Ref >Hotel > > hotel s; /1 dynamic array
d_Ref<Hotel > find_vacancy(int star); /1 A C++ function
/1 menber declaration

s

9.2.1.2 PERSISTENT ROOTS

The use of persistent roots means that persistence is acquired by reacheability. Meaning
that an object becomes persistent when it is attached to a root. To accomplish this you
access a root through a persistent pointer with a special C++ constructor that defines
the O2 name of this root.

The following example illustrates the use of persistent roots. Assume that *Paris’’is the
name of a root object. The code demonstrates the use of persistence using the ODMG
C++ binding (pointers), and persistence using roots (by reachability).

d ref<Cty> c("Paris"); /1 "c" refers to the object
/! named "Paris"
d_Ref<Hotel > hl, h2;

hl = c->find_vacancy(3); /1 the method returns a
/'l persistent hotel

h2 = new dat abase) Hotel; /1 create a persistent hotel
/] (ODMS nodel )

c->hotel s.insert(new Hotel); /1 create a persistent hotel

/1 (by reachability)

Hereby we conclude that persistence in O2 is orthogonal because persistence is
independent of the type of the object, as well as transparent in the sense that we do not
need to explicitly save our objects.

9.2.2  Concurrency Control

The client/server architecture of O2Store is based on a page server [DeWitt et all., 90],
as the server deals only with pages and does not understand the semantics of objects. In
its Technical Overview O2 states that the main advantage of the page server architecture
is the fact that most of the complexity of the system is placed on the workstation. This
reduces the CPU load on the server, and thus increases the performance. This means
that queries and methods is always executed on the client

Through the use of the O2Store API it is possible to gain direct access to the
concurrency control mechanisms.

COT/4-02-V1.1
Page 86 of 120



CENTRE FOR
OBJECT TECHNOLOGY

Concurrency is controlled by locking pages read and written by the clients. When a
conflict occurs on a particular page, lock granularity is de-escalated down to object locks
inside the pages.

The pages and locks are kept by the client in its cache after a commit, thus the server
has to call back the client to find out if it actually uses a page requested by another client.

9.2.3  Recovery

Through the use of the O2Store API it is possible to access recovery functions from
host languages. Furthermore you can use the database administrator utilities to perform
backup and recovery.

02 features backup facilities that prevent database loss following a non-recoverable
failure. The database administrator can complete an off-line backup when the server is
not running. Additionally, on-line backups are possible. The on-line backup facility
allows the system to keep running and makes consistent backup while current
transactions continue to carry out updates.

A backup can be complemented by an incremental backup which saves all updates
carried out after the backup. A recovery is automatically triggered each time a server is
restarted.

9.2.4 Distribution

The so-called data manager implements a two-phase commit protocol. This protocol is
compliant with the standard 1SO-TP recommendations.

9.25 Transactions

When a transaction changes the contents of a record within a given page, it requests a
write-lock from local lock manager. The latter either has the lock or requests the lock
from the local lock manager. If the lock is granted, it performs the update and the
system generates a redo log record for the modified record in the client. These log
records are written on a cache of log pages which are then sent asynchronously to the
server. At commit time, the log cache is sent to the server, where it is played. This
avoids sending pages over the network. Only the updated bytes are sent back to the
server.

Taken from "O2 Database System Technical Overview" —July 1997
9.2.6  Versioning of Data

As part of the O2 engine the so-called Version Manager is responsible for the
management of object version kept in the database.

The version manager enables the programmer to create new versions by deriving them
from an existing version, to delete existing version, and to merge two versions.
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9.2.7  Schema Evolution

O2 supports the fact that classes are subject to changes during the lifetime of a system.
When an application accesses an object whose class has changed, the object manager
automatically adapts its structure to the current definition of the class.

9.2.8 Garbage Collection

The O2Engine runs an on-line garbage collector which discards unreachable data,
concurrently with other transactions. Furthermore any unreferenced objects are garbage-
collected automatically.

9.2.9 Replication

The replication mechanism of O2 makes it possible to replicate data from one active
system to one or many passive systems. During transactions on the active system a log is
recorded containing all transactions. This log is "replayed™ on the passive systems in
order to make them up-to-date with the active system.

9.2.10 Query Optimization

O2 support indexes on attributes as known from relational databases. Furthermore
special indexes can be built in order to perform "full text™ indexing, these are called
spatial or full text indexes.

9.2.10.1 INDEX ON ATTRIBUTES
Indexes are attached to a database, not to a schema. Indexes may be defined on object
or value collections.

As an index on a collection defined on a class called C contains entries for all members
of the collection, inheritance is fully supported.

9.2.10.2 SPATIAL INDEX

This index module is part of the O2Engine. The module is based on a so-called Quad
Tree algorithm, which enables users to integrate their own algorithms for index searches.
The module allows to create, delete, populate and update the spatial index and to query
02 database using this index.

The module can be used in conjunction with the standard indexing and clustering
facilities of O2.

9.2.10.3 FULL TEXT INDEX

This module allows the developer to full text index any object of an O2 database. It is
worth mentioning that O2 itself does not provide any means for full text indexing, but
provides a framework that transparently integrate third party full text engines within the
existing index mechanism of the O2Engine. This allows for use of full text indexes
through the use of OQL.
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9.3 FACILITITES
9.3.1 Navigation

It is possible to create relations between classes. A relationship declaration is similar to
an attribute declaration and can be followed by the keywordinverse, introducing the
symmetric relationship traversal path. A relationship must be of type d_Ref<K>,
d_Set<d_Ref>K>> or d_List<d_Ref<K>> where K is a persistent capable class. The
relationship traversal path must be declared in class K.

The referential integrity of relationships is automatically maintained. For example, a
relationship can be defined between class City and class Hotel.

class Gty {
d_Li st .<(.:i._Ref <Hot el >> hotels inverse Hotel::city;// Relationship
. e
class Hotel {
d_Ref<d.iy> city inverse Gty::hotels /1 Relationship
. -
9.3.2  Definition Language
02 uses OQL as defined in the ODMG standard.
9.3.3 Integration to Host Languages

It is possible to use Smalltalk, C++ and Java as well as other languages supporting a C
calling interface.

COT/4-02-V1.1
Page 89 of 120



CENTRE FOR
OBJECT TECHNOLOGY

10 OBJECTIVITY

10.1 APPLICATIONS
10.1.1 Structured Query Language

Obijectivity does not support ODMGs SQL. Instead they have implemented what the
call Objectivity/SQL++. Besides supporting standard SQL as defined in ANSI SQL
1989, SQL++ supports object extensions to SQL. These extensions support inheritance
and makes it possible to access types such as arrays, associations and object references .

Furthermore SQL++ supports stored procedures and triggers. The latter consists of
C++ functions that will be called whenever SQL++ performs a modification in the
database. It is possible to register triggers for INSERT, PRE-UPDATE, POST-
UPDATE and DELETE operations.

Obijectivity does not provide support for OQL, but has instead chosen to implement
the so-called SQL++ which seems to provide the same functionality as OQL.

This leads to one problem though. Given the fact that normal SQL is used, you will
have to worry about the conceptual mapping of traditional relational objects to object
oriented equivalents. This problem is known as the "impedance problem".

10.1.2 API

Obijectivity provides an API for SQL++. By using this API you can embed SQL++
statements directly into your program, i.e. C/C++. The SQL++ API is based on the
ODBC interface which is provided with the database.

10.2 INTERNAL STRUCTURE
10.2.1 Persistence

To make a class persistent you make the class inherit from the ObjectivityooObj class.
This is all that is needed, and thus only the classes that inherit are made persistent.

The following example, taken from the Objectivity Technical Overview demonstrates
this:

To make the following classes persistent:

class A: ... {

- b

class B: public A ... {
o b

add inheritance from 00Obj to class A:

/1 inherits persistence from ooQbj

class A: public ooQbj ... {
o b
/1 inherits persistence fromA
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class B: public A .. {
o b

Thus we conclude that persistence in Objectivity is persistent but not orthogonal, as it is
necessary to inherit from ooObj in order to make a class persistent.

10.2.2  Concurrency Control

The database allows simultaneous access to a database by multiple users. Objectivity
ensures that data remains consistent when several applications access data concurrently.

The table shows the concurrency features of Objectivity.

Feature Description

Flexible transaction model. Supports transaction of any duration,
including long transactions through
checkout/checkin feature.

Multiple readers, one writer Improves concurrency by allowing
(C++ applications only) multiple readers to read the most recent
state of an object that is locked for
update by another transaction.

Object-level versioning Allows an application to selectively
operate on specific versions of objects.

Hierarchical locking Two-phase hierarchical locking controls
read and update access to objects.

Lock waiting Allows a transaction to wait for a user-
defined period for access to an object
that is already locked by another
transaction.

Active deadlock detection Wars against potential deadlock
across databases situations in which one or more
transactions are queued and each is
waiting for a lock that will never
become available.

Table from Objectivity *"Technical Overview”’ (http://www.objectivity.com/products/TechOv.html)

10.2.2.1 Locks
Being a multiprocessing system, allowing simultaneous access to multiple objects, the
database must be able to enforce locks on objects.

So a process can obtain read or update locks. The latter prevents all other processes
from reading or modifying the specific object. A read lock allows other processes to read
the objects..
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Locks are granted automatically and transparently to an application. You can also
explicitly set locks. For each federated database , locks are managed by a lock server. For
non-partitioned federated databases, the lock server is a centralized resource; there is
one lock server running per federated database. All applications accessing the ferreted
database request a lock for objects from this lock server. For ferreted databases that are
partitioned using Objectivity/DB Fault Tolerant Option, there is one lock server per
partition.

Paragraph taken from Objectivity "Technical Overview" (http://www.objectivity.com/products/TechOv.html)
10.2.3 Recovery

The database is able to perform automatic recovery of transactions which is interrupted
due to application interrupts or process crashes.

According to Objectivity Technical Overview automatic recovery corrects for system
and network failures your applications may encounter, including:

Application failures
Local and remote server host failures

Lock server host and process failures.
10.2.4 Distribution

Obijectivity provides a fully distributed database architecture. 1/0 services are moved to
separate server processes on the machines where the data resides. Only concurrency
control is centralized.

The simplest configuration is a so-called one-tier design in which the database resides on
a single machine.

A two-tier design is what most systems, DBMSs as well as RDBMSs, are using today. In
this case we have one centralized data server, which is accessed by several applications.
The data access is based on ODBC drivers.

The mixed-tier design supports multiple applications linked with Objectivity local
database servers. It also utilizes several Objectivity remote database servers on each
machine to allow access to data on those machines from local servers elsewhere. This
design requires a central lock server to maintain concurrency.

10.2.5 Transactions

Work on objects are grouped within transactions, which allow a set of operations to
appear as one single atomic operation to the database. This way the changes will only
take effect if every single operation within a transactions are successful. Once a
transaction is applied to the database, the changes to objects are stored on disk.

If you have specified commit point in the transaction, it is possible to abort the
transaction at any time up to the commit point, leaving the database in its original state.

COT/4-02-V1.1
Page 92 of 120



CENTRE FOR
OBJECT TECHNOLOGY

It is possible to make checkpoints during a transaction. This way you store you
modifications to the database, but your transaction remains active and all previous set
locks are still held by the application.

10.2.6 Versioning of Data

It is possible to specify and create separate versions of an object, and track the different
versions during the lifetime of an object. From an application it is possible to create a
relationship to a specific version of an object. Also you can chose to access the
genealogy as a whole through a generic object.

10.2.7 Schema Evolution

Obijectivity supports the fact the your data model may evolve during the lifetime of the
system. Thus you can make changes, i.e. delete or rename operations, to existing classes
and their data members.

10.2.8 Garbage Collection

Only when used in conjunction with Objectivity/Smalltalk garbage collection will take
place. Any transient or persistent database object not reachable from a root is
automatically deleted by the garbage collector.

10.2.9 Replication

The Objectivity/DB Data Replication Option, provides functions to replicate databases
on any host anywhere in your network. When using the Data Replication Option you
can:

Create multiple copies of a database on a single machine or access a
heterogeneous LAN/WAN network of machines. Setting up full peer-to-peer
copies of databases eliminates single point of failure scenarios. Other
configurations can be designed to withstand multiple points of failure.

Provide full read/write access to replicated databases. When one database
image(copy) is updated; other copies are automatically and transparently updated
as well.

Dynamically determine write privileges to replicated databases based on a
calculation of available databases( a quorum).

Set up a tie-breaker for configurations where an even number of database images
might be separated into two equal parts by a network failure. this is useful for
two-machine hot-failover (automatic hot-backup) configurations in which one
machine automatically takes over for another machine that becomes unavailable.

The above points are taken from Objectivity “Technical Overview" (http://www.objectivity.com/products/ TechOv.html)
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10.2.10 Query Optimization

It is possible to add indexes to columns in tables in the database. Remember that in
order to query the database using SQL++, you have to map your object-oriented data
model into a relational ditto including tables and relations.

10.3 FACILITITES
10.3.1 Navigation

Obijectivity/C++ iterator classes enable your application to navigate through a collection
of objects, filtering for those objects that:

Are of a particular class and its subclasses
Belong to a one-to-many or many-to-many association

Are one level lower in the logical storage hierarchy (for example, containers in a
database)

Have a scope name for an object
Are named in a given scope

Meet the conditions in a user-defined predicate.

- The above points are taken from Objectivity “Technical Overview" (http://www.objectivity.com/products/ TechOv.html)

When you add a class to a data model, the declaration for the corresponding iterator
class is automatically generated for you by the DDL processor. Iterators are non-
persistent objects.

10.3.2 Definition Language

It appears that Objectivity does not implement a data definition language as known from
Oracle (DDL) or ODMG (ODL). Instead they have chosen to supply DDL functions
to host languages. For example when you use C++ your database schema is created
from C header files processed by the Objectivity ooddIx tool. Which is a preprocessor
which loads the data model into the database, produces a schema source (a .c file) which
contain member function definitions. This file is included with your application source
and compiled and linked with the Objectivity/C++ runtime library

Furthermore several applications are supplied to maintain object definitions in the
database.

10.3.3 Integration to Host Languages

Obijectivity supports C++ and Smalltalk. Objectivity/C++ provides types and classes
that support a subset of the ODMG interface release 1.2. Thus objectivity states that
programs developed in C++ can be shared with other systems that support this
standard.

The Obijectivity/Smalltalk is fully compliant with the ODMG-93 v.1.2 standard.
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11 JASMINE

11.1 APPLICATIONS
11.1.1 Structured Query Language

Jasmine uses the so called ODQL to object definitions, object queries and object
manipulations. Thus Jasmine does not implement OQL nor ODL as defined in the
ODMG standard.

It is worth mentioning though that ODQL is a full object oriented programming
language. ODQL statement can be embedded in a host language, such as C or C++, or
they can be executed interactively at a terminal using the ODQL interpreter.

11.1.2 API

APIs is provided to support application development in C and ActiveX. For
development in C++ please see chapter11.3.5.

11.2 INTERNAL STRUCTURE
11.2.1 Persistence

Regarding Java persistence means that class definitions are created in Java, then loaded
into the Jasmine database. The class definitions are modified in Java, not Jasmine, but
the Jasmine database is used to store the objects implemented in the Java application.

11.2.2 Concurrency Control

In Jasmine, you can designate transactions as read-only or read-write. Only read-write
transactions take locks, which are held for the duration of a transaction and released
after the transaction commits or rolls back.

If a read-write transaction requires access to a resource and that resource has already
been locked by another read-write transaction, the usual response is to wait until the
lock is freed. Before doing so, however, the locking system checks that this would not
cause a deadlock.

11.2.2.1 EXCLUSIVE AND SHARED LOCKS

By default, read-write transactions use shared locks for actions that read from the
database and exclusive locks for actions that write to the database. Often, a transaction
will start out with a shared lock on a particular resource that later requires an exclusive
lock. When this happens, the lock is upgraded from shared to exclusive.

When this happens, the transaction that needs to upgrade its lock has to wait for all
other transactions holding a shared lock on the same resource to complete before its
exclusive lock can be obtained. In some cases, one of the other transactions might
perform an operation requiring that its shared lock also be upgraded, which can result in
the two transactions being deadlocked.

To prevent this situation, the setLockMode() method is provided. This method lets you
require that exclusive locks be used for all actions (that is, for actions that read from and
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write to the database). This method applies to a particular class of objects and is
effective only for the current transaction.

- Taken from "Installing and Operations", Jasmine documentation set..
11.2.3 Transactions

Access to the database is achieved by issuing ODQL calls. ODQL can be embedded in
any host language capable of accessing the Jasmine database.

So when an ODQL statement is execute, a transaction is started. The transaction will be
committed when processing ends normally. When an error occurs due to the abnormal
ending of a process, the transaction is rolled back and then ended.

You can use methods to control the start, end and rollback of a transaction. As shown
in the example below this allows a sequence of operations to be executed in a single
transaction. If a failure occurs, the entire transaction will be rolled back.

Transaction.start () /] Start transaction

Bag<cl assA> xs;

cl assA x;

xs=cl assA from cl assA

scan(xs, x) { /1 One transaction
X.print()

Transacti on. end(); /1 End transaction
Taken from "Using Jasmine", Jasmine 1.1 on-line docunentation

If your program terminates abnormally because of an unchecked error or if you
terminate it in the middle of a transaction, the current transaction will be rolled back
automatically. You can also roll back the current transaction manually using the
Transaction.rollback() method.

11.2.4 Recovery

To back-up your database you issue a utility called archiveDatabase, which is capable of
backing up the entire database. It is possible to write the backup to a tape or other
device.

You have the option of taking full database backups on a regular basis using
archiveDatabase, and thus restore the database from this backup if the accident occurs.

Besides this you can use journaling to make incremental backup. Journaling is a Jasmine
feature which allows you to record all changes to your database in separate files, called a
journal. To activate journaling, you first need to create the journal using the
createJournal utility.

No matter which of the above mentioned methods you decide to deploy, you use the
restoreDatase utility to restore your data. This utility requires the Jasmine server to be
shut down.
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11.2.5 Versioning of Data

In the current version Jasmine does not support the ability to work with different
versions of data.

11.2.6 Schema Evolution

Jasmine is capable of handling the fact that the implementation of a class evolve during
the lifetime of your database system.

11.2.7 Replication

It is possible to replicate Jasmine between relational databases such as Oracle and DB2
among others.

Replication between two Jasmine databases is not possible in the current version.
11.2.8 Query Optimization

By default Jasmine assumes that all transactions will update the database. Therefore it is
an important feature that you can specify transactions to be read-only.

A read-only transaction does not require any locks and can, therefore, proceed much
quicker than a read-write transaction. Thus, you should use read-only transactions
whenever possible to improve the performance of your application. Defining a read-
only transaction is simply a matter of including READONLY as an argument to the
start() method call which indicates the beginning of a transaction.

11.2.8.1 INDEXES
It is possible to define indexes on attributes. To define an index use the index creation
method createlndex().

11.3 FACILITITES
11.3.1 Data Types

Jasmine provides the standard data types that can be found in traditional relational
databases such as char, number and long etc. Furthermore an extensive set of
multimedia and other complex data types, such as different types of images, video and
audio, frame animation sequences, rich text and page layouts.

11.3.2 Navigation

You can create relations with various cardinality, ie. one-to-may og many-to-may, among
objects.

11.3.3 Exceptions

Jasmine has several built-in features that are capable of interrupting a user session, as
well as the odbCancel() C API function that can be called to interrupt certain
operations. All Jasmine server code is designed to detect interrupts and to act
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accordingly, but user-defined methods need to be written so that they can detect
interrupts.

11.3.4 Definition Language

For the definition of objects the Jasmine ODQL language is used. Thus Jasmine does
not offer ODL compliance as mentioned in the ODMG standard.

11.3.5 Integration to Host Languages
Jasmine supports integration to various programming languages.

11.35.1 JAvA
The following items describes the features in the Java binding:

Transparent database access.
Method execute on both the client and the server.
Database session/transaction control

Support of two- and three-tier application configurations.

11352 C++

Jasmine provides a set of functions for creating application with C++ or any other
application development system that supports external Dynamic Link Libraries (DLLS).
This support provides access to all Jasmine data and features from C++.

11.3.5.3 AcCTIVEX

The Jasmine ActiveX control and the OLE automation server are used together to
provide complete access to all the features of the jasmine database from any application
that supports ActiveX. The Automation Server is a software component within Jasmine.
It uses OLE and works in conjunction with the operation system to provide access and
extended functionality via a scripting level or application programming interface (API) to
ActiveX controls.

11354 HTML

With the so-called WebLink feature, standard HTML applications can access the Jasmine
database. WebLink receives a retrieval request from a Web browser via a World Wide
Web server, and accesses a Jasmine database through a WebLink server. After retrieval,
Weblink returns the results in the form of an HTML document to the World Wide Web
server.
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12 JAVA AND DATABASE MANAGEMENT SYSTEMS

This is a kind of cookbook that can be used to read about how to use Java and
save objects persistent. The topics that will be covered are:

How to access persistent data in Java

Java Applets/Applications and security in Java
Different Java Architectures

Building applications

OOP languages and the relational model for databases
How to use JDBC

JavaBlend

12.1 HOW TO ACCESS PERSISTENT DATA IN JAVA

With the introduction of the Java Developer Kit (JDK) 1.1.x, several mechanisms
for accessing persistent data was build into Java. There are basically three
different approaches, which I will describe, JDBC, JSQL and serialiazable objects.

12.2 JDBC

JDBC is known as the Java Database Connectivity toolkit used to access
databases from Java, it consists of two levels. A low-level JDBC-driver, database
vendors are expected to deliver these, which is the software responsible for
establishing a connection to a specific DBMS. The other part is a high-level
interface which is a sort of an application interface, the model is an APl where
communication with the DBMS is utilized via some high-level function calls.

12.2.1 Design Goals

It is worth making some remarks about the design goals of the JDBC:
JDBC is supposed to be a framework for SQL database access
JDBC should be independent of the DBMS

It should only be necessary to write one database interface to access data
in different data sources

JDBC is meant for accessing SQL databases from an Object Oriented Language,
so the application programmer still needs to know SQL, since after the
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initialization of the communication with the DBMS the way of accessing and
updating data is done via SQL statements.

The idea of writing applications that are independent of the DBMS is quite neat,
but it also makes it impossible to use features that are in a specific DBMS. This is
of course a trade off, the payoff is that your application can be used with all
compliant SQL databases with a JDBC driver. You can also use this model if
there is no specific driver for your DBMS but it is ODBC compliant, which |
believe has been a strength when there was a lack of drivers on the market, this
topic will be discussed later.

Since the underlying DBMS is based on the Relational Model and not an Object
Relational Model, this introduces some problems, which will be discussed later,
these include:

Many-to-many relations

The use of type code

Lack of Unique identifiers (OIDs)

Mapping of SQL data in Java classes and vice versa

12.3 JSQL

Java SQL or just JSQL is a Structured Query Language that is embedded into
Java, since it is embedded we are able to perform static analysis, syntax checking,
type checking and schema checking. As mentioned earlier JSQL is an embedded
language and therefore we need some kind of translator that translates JSQL
clauses into Java code that can access the particular database through some kind
of calling interface.

An opposite approach is dynamic SQL where the call interface is parsing strings
to the database as SQL commands, such an API has already been proposed by
JavaSoft and is called JDBC, Java Database Connectivity API, this well however
be described in detail later. Let us instead look at some of the design goals for
JSQL.

12.3.1 Design Goals

A design goal of JSQL is to achieve a seamless integration of Java and SQL, and
thereby having a proper definition of an ANSI/1SO standard for “Embedded
SQL in Java’s. Another impact is the size of applications, measured in lines of
source code, applications written with JSQL tend to be smaller that applications
developed with the help of JDBC. Since we have static SQL statements we are
able to check types at compile/translation time which is a nice feature when you
want “Secure’”programs in the sense that they do not crash.
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There should also be support for optimization, it is the task of JSQL to perform
these optimizations which can be achieve by making queries available to a
RDBMS for pre-compilation and optimizations at translation time. As a host
language for JSQL Java is superior to a lot of traditional programming languages
like C,C++, Cobol, Fortran etc. this is mainly because:

Java has automatic Garbage Collection

Java types representing composite data have a distinguished value null,
that can be used to represent the SQL NULL state

Java is platform independent, so we can have binary compatibility for
database applications using static SQL (JSQL)

12.3.2 How JSQL is used

Static SQL in Java appears in clauses, a clause begins with a token#sql which is
not a legal identifier in Java, so it is easy to parse the Java files and detect where
we have embedded Java. In addition the statements are enclosed in curly
brackets, see example

Void m(int x, String y, float z) throws SQLException {
#sqgl { INSERT | NTO TABLE1 VALUES (:x, :y, :z) };

There is support for a kind of cursors, in JSQL these are called result-set
iterators. Stored procedures, which can be user defined, can also be invoked from
JSQL via the standard SQL/PSM CALL statement.

The JSQL automatically maps data to/from Java to SQL, which is a nice feature,
but still the embedded SQL approach is not flexible and good enough when you
want to have a strong relationship between the programming language and the
database.

12.4 SERIALIZABLE OBJECTS

Java has yet another way of making objects persistent, instead of storing the state
of the object in a DBMS via JDBC it can be serialized, this process is called
object serialization.

In order to make transient applications we need to be able to store and retrieve a
Java object at a given time and therefore we need to store enough information
about the object. But what is enough information and how can we identify and
verify the class which the object(s) content came from in order to be able to
restore the content into a correct new instance?

Since objects can and normally refer to other objects, we have to store the
transient closure of the object we want to store, even though this can be a quite
expensive operation. This is necessary since we have to establish the original

COT/4-02-V1.1
Page 101 of 120



CENTRE FOR
OBJECT TECHNOLOGY

relationship between the object and the objects our original object was referring

to.

Reading and writing of objects and primitives are done in a straightforward way.

/1 Serialize today’s date to
/[l afile
FileQutputStreamf = new
Fil eQut put Strean(”tnmp”);
hj ect Qut put Stream s =
new Cbj ect Qut put Stream(f);

/] Deserialize a string and
/] date froma file
FilelnputStreamf = new
FilelnputStream(”tnp”);

oj ectl nput Stream s = new
oj ect | nput Strean(f);

s.witeCbhject(”Today”); String today =
s.witeCbject(new Date()); (String)s.readbject();
s.flush(); Date date =

(Date)s.readObj ect();

The example stores/retrieves the current date into/from a file.

In the case where objects are of type Class, ObjectstreamClass, strings or arrays,
the objects must implement the method Serializable. The goal of the object
serialization method is then used to produce a stream of information about the
classes for which we are storing the object.

Since we have persistent objects, we may want to protect sensitive information
and functions, so the runtime environment has to ensure some basic security
features, therefore a stream is not trusted to contain only valid representations of
objects. Normally during deserialization the private state of objects are restored,
for instance an object could contain a file handle that provides access to the
operating system —if this file handle could be forged we could get illegal access to
files, this is due to the fact that data is coming from a stream, so we have to do
something about this problem.

A basic approach could be to encrypt the byte-stream, so to the private state
would not be revealed and hence could not be used for misuse. The easiest way
to overcome these problems are by marking fields that contain some kind of
sensitive data as private transient, such a field would not get serialized or
deserialized.

Another problem that we have to face in this approach is the term “/ersioning
of Serializable Objects™’ Since the state of an object is saved to secondary storage
when serializing the object, we could face a potential problem in a class reading
data differently than the version of the class that wrote data.

I will not go into details with regard to how the various problems can be solved,
but some of the goals are:

To use a stream format that allows traversal of a stream without the need
of invoking methods specific to the objects saved in the stream
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Have low overhead for non versioned classes
Produce well and compact streams in simple cases

Being able to identify and load classes that match the exact classes used to
write the stream.

So before continuing it is important to decide who is responsible for the
versioning of streams?

Is it the evolved classes or is it the original class - the designers have decided that
it is the evolving classes who are responsible for this task, it also seems as the
most obvious way to do it. So when we evolve a class, a “tontract™’is established
between the evolved class and the original (or previous) version, there are 2
aspects we have to take care of:

Java.lang.Object <— P Javalang.Object’
foo P foo
bar ¥ par’

+—>  pivate seridization protocol

—®  Contract with supertype

The evolved class is not allowed to break the assumptions about the interface
provided by the original class. When the evolved class communicates with the
original (or previous) class, the evolved class must provide enough and equivalent
information to allow earlier versions to satisfy the contract with the non evolved
class.
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Java.lang.Object <— P Javalang.Object’
foo ¥ foo
bar ¥ par
4>  pivate seridization protocol
»  Contract with supertype

Each class implements and extends an interface or contract defined by the
supertype, communication between the objects via serialization is not part of the
contract defined by these interfaces, so serialization is a private protocol between
the implementations .

12.5 APPLETS AND APPLICATIONS

When making programs in Java, there are two types of outcome of the
development process. The program can either be an applet or an application, the
later is a normal program that is purchased and installed onto the host machine.
Since Java is interpreted rather than compiled to native machine code, there also
is a need of the Java Virtual Machine (JVM).

If the program is an applet, it means that this piece of code can be placed inside a
HTML document on the Internet. When the page is viewed in a Java enabled
browser, the Java code is downloaded to the host machine and interpreted inside
a JVM in the browser. This way of distributing programs raise an important
aspect of security, since a malicious program can potentially be distributed to
millions of hosts.

12.5.1 Security

Until recently the security model in Java has been far too restrictive, because the
basic approach was to categorize applets in to two categories. An applet could be:

Trusted

Untrusted
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The terms cover that a trusted applet was coming from a “Secure source’”and
hence can be viewed as non harming. Currently the only applets considered
trusted are those which are pre-installed on the machine and located in the
CLASSPATH directory, and thus loaded via the local file system.

All applets downloaded from the Internet are considered to be a security risk and
classified as untrusted. This prevents the applets from writing/reading the local
file system and accessing local system resources, which in a practice prevents
applets from doing anything useful, except been used to make animations.The
main reason for this simple and very restrictive categorization of applets is that
applets are running inside a “sandbox’> This implies that the applet has no
access/possibility to alter data outside the sandbox, so we are running untrusted
Java code inside a trusted environment.

Even though we have the sandbox approach we still can face ordinary attacks like
denial of service, covert channels etc. that are well known. Recently there have
been several approaches to extend the security model for Java, since the
restrictive nature of the sandbox model prevents developers from making applets
that can be used in “teal””systems.

Currently 3 approaches have been proposed:
Capabilities
Extended Stack introspection
Type Hiding

This notion of security is build upon a interposition, a kind of reference monitor
has the components have to go through, the monitor can then either reject calls
or pass it through to the protected component.

All three methods also rely on the concept of digital signatures to identify what
principal is responsible for the program, a digital signature is attached to an applet
and the signature becomes a so called principal that ensures that the code is not
malicious and behaves like expected. When a signature has been verified it is
attached to the class object at runtime, but besides the principals there is a need
for a policy engine which is responsible for security policy decisions.

12.5.1.1 CAPABILITIES

A capability is defined to be an unforgettable pointer to some kind of controlled
system resource, in order to use a capability a program must explicitly be given
the capability. In Java capabilities can be implemented as references to object,
since the safety system in Java prevents object references from being forged.
When having a flexible security model, which is highly preferable, an applet
should evaluate its security policy before starting the applet and only be allowed
to use whatever resource the security policy enforces.
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12.5.1.2 EXTENDED STACK INTROSPECTION

In this approach each class is annotated with the set of principals who signed it.

It is then the responsibility of the policy engine to store some kind of matrix, that
keeps track of which principals are allowed to access restricted resources. The
system works in the following way:

Enable the privilege the program would like to use. If the policy engine
permits it, store an annotation on the call stack otherwise do some kind
of error handling

So we are able to examine the call stack at runtime to ensure that a
particular program is allowed to use the requested resource.

12.5.2 Type Hiding

Type hiding is build by having a security policy that controls how names, at
runtime are resolved into runtime entities. We have two possibilities:

To remove an entity from the name space

Refer to a different entity that is compatible with the original entity

Original name Alice Bob
Java.net.Socket | Java.net.MySocket | Java.net.Socket
Java.io.Filesystem Java.io.SubFS

The first method should then be able to handle situations at runtime, when
access to a removed entity is made and raise a reasonable runtime exception.
With the second method we are able to replace sensitive classes with compatible
classes, that can check their arguments and conditionally call methods in the
original classes.

Since again the security system still should be flexible we introduce the notion of
configuration, a configuration is a mapping of class names to actual
implementations, e.g. Java classes. As seen on the figure code signed by different
users, can have different name-spaces. Another interesting aspect is that all
security decisions can be made at compile time and thus there is no overhead at
runtime.

12.6 DIFFERENT JAVA ARCHITECTURES

When deploying Java for application development, we are faced with a couple of
different architectures depending on the kind of application we are developing.
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12.6.1 Java Application

In this case a Java interpreter and the Java application is pre-installed on a client
or server, this can be viewed as an ordinary application developed in C or C++.
The benefits are the portability of the Java code and the easy way of writing Java
applications. On the other hand there is a punishment since the code is
interpreted.

12.6.2 Local Java Applet

The applet is installed locally on the client machine, and loaded through a Web
browser. Since the applet is installed locally the applet is considered trusted, but
when updating the applet it has to be installed on all client machines.

12.6.3 Downloaded Java Applet

Applets which are downloaded and run inside the Web browser are considered
untrusted. But as mentioned in the security section this will change in the future,
when this is a reality | mean that it will be the most powerful architecture.

12.6.4 Multi-tier Java (Applet and Server-based Application)

In this case the Java applets are running inside the Web browser, the Java applet
is considered small and it communicates with a server-based Java application,
using sockets, RMI or I1OP. Here the business logic can be on the server, which
reduces that size of the downloaded applet.

12.6.5 Different Architecture for JDBC and Java Solutions

When using the JDBC API, there a several ways, it can be used. These will be
described in the following and compared at last.

12.6.5.1 JDBC/ODBC BRIDGE (1)

The main goal of the JDBC/ODBC bridge is to convert all JDBC calls into
equivalent ODBC calls. With the bridge it is possible to write Java enabled
applications that take advantage of the well-defined ODBC standard.Since the
JDBC specifications are still new, there may be a lack of JDBC middleware
products.

But since the bridge is a shared library written in C or C++, this method can not
be used from the Internet. In addition the bridge and ODBC driver has to be
installed on the client machine.

12.6.5.2 NATIVE-API PARTLY WRITTEN JAVA DRIVERS (2)

Instead of converting the JDBC calls to ODBC calls, in this case the calls are
converted into the client API of a specific database. In addition a small Java
bridge DLL is needed. Unfortunately can the Java classes not access C or C++
native libraries.

COT/4-02-V1.1
Page 107 of 120



CENTRE FOR

OBJECT TECHNOLOGY

Again it is impossible to use this solution with the Internet. Another disadvantage
is that the Java drivers can only connect to a DBMS located on the same machine
as the webserver, with the assumption that trusted applets are used. The biggest
advantage is that the product is fairly easy to use with an existing DBMS vendor

middleware.

12.6.5.3 NET-PROTOCOL ALL-JAVA DRIVERS (3)
Now its getting more interesting, the net-protocol driver is written in pure Java.
It works by converting JDBC calls into a DBMS-independent protocol, that is
converted to a DBMS protocol by some kind of server.So we have access to
many different databases, with one universal Java driver.

This solutions is also well suited for the web since all component are written in
Java and can be transported across the network and be interpreted at the client
machines JVM. The net-protocol driver can be used with be trusted and

untrusted applets, which raises some security concerns.

12.6.5.4 NATIVE-PROTOCOL ALL-JAVA DRIVERS (4)
The native-protocol is a special case of the net-protocolSo instead of converting
the JDBC calls into an independent network protocol that is used to
communicate with a server that converts the protocol to a specific DBMS
protocol, a client can communicate directly with the DBMS server, and it is all
written in Java. The biggest disadvantage is that it is for one specific DBMS, so if
we want to connect to many databases from an applet, it implies that we have to
download drivers for all the different DBMSs we want to connect to.

12.6.5.5 SUMMARY OF THE DIFFERENT SOLUTIONS

JDBC/OD | Native API Net-protocol | Native-protocol
BC Bridge | partly Java- all-Java driver | all-Java driver
driver
Recommended |1+4 2+4 1+2+3+4 1+2+3+4
architectures
Requires native | Yes Yes No No
code or library
Should be pre- | Yes Yes No No
installed on
client
Trusted applet | Yes Yes No No
only
Ready for the No Yes/No Yes Yes
COT/4-02-V1.1
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Web

The row “recommended architectures™ refers to the four models described in the
previous section. It is quite obvious that the net-protocol all-Java driver is the
most flexible together with the Native-protocol all-Java driver, the main
difference is that the later is for a specific DBMS whereas the first can be used
together with a range of DBMSs. This also plays a significant role in the situation,
where the application is used as an applet inside a web browser and a lot of
connections to various DBMSs is needed.

The first two solutions can be used in an Intranet where the requirements of a

homogeneous machine park can be fulfilled since there is a “tentral’”control of
software installed on these machines.

12.7 BUILDING APPLICATIONS

Before building applications with JDBC it is important to consider a large
amount of questions. Since we are accessing a relational database and therefore
the relational model is used we have to think about the following:

Mapping of SQL data to and from Java classes

ORM

There are also a broad range of problems/similarities in the relational/OO
model:

Lack of unique identification
Many-to-many-relationship

The use of type codes

In addition we must consider how the database is accessed from the client
application, whether we are using:

Embedded SQL
API based on CLI

Transparent Program Interface

First let us look at the possibilities for accessing the database from a client
application in some programming language.
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12.7.1 Embedded SQL

When embedded SQL is used in application programming, the role of the
embedded SQL is to interleave with the host language.

So the role of the host language is to make all the application work, whereas the
embedded SQL does all the communication with the database, as an immediate
consequence of this there is a need for converting relational data (in form of
tuples) to native data structures in the host language. Ths can unfortunately be a
cumbersome and error filled process.

12.7.2  Application Program Interface (API)

A slightly different approach is to use an API that does not enforce the use of
embedded SQL.

Instead we have some kind of high level call-level interface. This makes the
application look more like a normal application, where we have some special
function calls in the desired host language. Even though we are using a high level
API, we cannot ensure that there would not be a need for converting data from
the tuple form to data structures in the host language.

12.7.3 Transparent Program Integration

The last approach is to have the DBMS interaction integrated into the language
itself, this of course requires an object oriented programming language. In this
way updating, inserting, deleting an object is done in the same way no matter if
the object is stored in the DBMS or not.

Despite that the interaction should be as transparent as possible, there is a need
of adding functions to the programming language ensuring the possibility of for
instance transaction mechanisms (committing/roll back) etc.

12.7.4 Problems when using a RDBMS with an OOP Language

As mentioned in the previous section, some problems occur when we try to use
an Object Oriented Programming Language together with a Relational Database.
For a further detailed description, please see [MT].

12.7.4.1 MAPPING OF SQL DATA TO AND FROM JAVA CLASSES

Since the abstraction mechanism in OOP is totally different from programming
in a traditional matter there will, of course, be some problems when mixing these
two methods. The immediate problem we have to face is the problem that data
types in SQL not always have an equivalent native type in Java. The problem we
try to solve is some kind of mapping of data from SQL to Java and vice versa.

The mapping of Java types to equivalent SQL data types is in fact quite simple,
but some times it is convenient to use types starting with java.sql.* which are not
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native to Java, these simplifies things when working with numeric number, dates,
timestamps etc.

12.7.4.2 ORM

The main goal of the Object Relational Model (ORM) is to provide some
mechanism to mix the normal Relational Model for databases with object
orientation. ORM tries to solve the problem of translating the tables in the
database to data structures in the object oriented programming language, which
can be a big task in a “real-world””situation.

The most common way is mapping the tables into objects. As an example let us
assume that we have the following table in a database:

First_ Name Last_Name Phone_Number |Employee Number
David Toman 887-5812 123

Kresten Thorup 887-3324 90

Thomas Hohn 887-6879 67

It is a rather small task to map this table into a Java object, and retrieving the data
from a database, could be done by the following Java code.

Cl ass Enpl oyee { Enpl oyee enp_obj etc = New Enpl oyee();
I nt Key; enp_obj ect.First_Nane =
String First_Name; resul tset.getString(”First_Nane”);
String Last_Nane; enp_obj ect. Last _Nane =
String Phone_Nunber; resul tset.getString(”Last_Name”);
I nt Enpl oyee_ Nunber; enp_obj ect. Phone_Nunber =

resul tset.get String(”Phone_Nunber”);
Key = enpl oyee Nunber | enp_obj ect. Enpl oyee Nunber =

} resul tset.get String(”Enpl oyee_ Nunmber”

)

But try to think of a situation, where we had links between tables, triggers and
stored procedures. How do we solve these problems?

Since we some times have very complex data, there are some restrictions in the
relational model that makes ODBMSs the best choice for storing these kind of
data. | will describe the most common problems that a RDMBs has compared to
an ODBMSs.

12.7.4.3 LACK OF UNIQUE IDENTIFICATION
A lot of objects in the real world, which we would like to model, do not have
some kind of unique identification, that is part of them.

Think for instance of vehicles, without a license plate or a serial number, it is
impossible to describe them individually. Attributes like color, manufacturer, age
etc. can be used to describe vehicles, but without a unique identifier we are not
able to distinguish for instance all red Ford Mustang from 1963.
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This causes some problems in the relational model, where we have to invent
unique identifier for objects without this capability, whereas in the object oriented
model we can rely on the OIDs (Object Identifiers) automatically generated by
the object system. So in this case we have an easy representation of data that has
a lack of unique identifier as well as data that has this property.

12.7.4.4 MANY-TO-MANY RELATIONSHIP

A many-to-many-relation is defined by that x relates to many y and y relates to
many x. An example could be a student taking many courses and a courses that
can be taken by many students. With a DBMS that uses an object oriented

model, we have no problems storing a many-to-many-relation, see fig. 16, but in a
RDBMS we face a problem since the relational model is not capable of storing
repeating groups.

Student ® Course
Indicates a many relationship
Students Course
Name Date of Birth | Course Number Departmant | Student
Alan 10 Dec 1970 | Econ 101 Econ 101 Soc Science | Alan
CSci 202 Jane
Jane 24 Nov 1973 | Econ 101 Susanne
Art 106 CSci 202 Technology | Alan
Susanne 25Sep 1974 | Econ 101 Susanne
CSci 202 Art 106 Humanities | Jane
Each student can take Each course can be taken
many courses by many students

The naive solution to this problem is to store some of the data in a redundant
way, however this can lead to problems when data that resides in two places it is
updated in only one of the places. This is called update anomalies. A better
approach is to normalize data by introducing another table so that data is not
stored redundantly except where data is used for reference to another table.
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Indicates one

Student / .| Student/Course |. Course

Indicates many Intersection entity

Unfortunately we now risk to face a performance problem, since when data has
to be put together again we must perform joins. Joins are very critical in a
RDBMS and hence the more joins that we have to perform the worse
performance we will obtain.

Students Student/Course Course
Name Date of Birth Student Course Number Departmant
Alan 10 Dec 1970 Alan Econ 101 Econ 101 Soc Science
Jane 24 Nov 1973 Alan CSci 202 CSci 202 Technology
Susanne 25 Sep 1974 Jane Econ 101 Art 106 Humanities
Jane Art 106
Susanne Econ 101
Susanne CSci 202
No data stored redundanth . . No data stored redundantly
Intersection entity to remove redundant
storage of data

12.7.5 The use of Type Codes

Type codes are a common way of classifying data we have in a relational schema,
we could for example assign type codes to the type of a bird, type of a student
etc.

In the application we are able to use the type code to perform different actions
depending on the value of the type code, this can be done with the help of a
case-construction. So we have a kind of type hierarchy, this is however only
necessary in the relational model. We do not need type codes in an object-
oriented model, the type codes would be translated into a class hierarchy and the
ODBMS would then have to dispatch to the corresponding method depending
on the data.

Seen from a programmer and modeling viewpoint the later method is the
cleanest and the use of type codes should be removed and instead translated into
a class hierarchy.
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12.7.6 Triggers

Triggers are normally used to maintain referential integrity, maintaining derived or
redundant data etc, and since they play a quite big role in a RDBMS, they are
often implemented as a subsystem of the DBMS. One possible and often used
implementation of triggers is: One or more processes that allow real-time
monitoring and processing of the specified trigger rules.

The concept of triggers is well known and used in the relational DBMS, but how
should they be implemented in an object oriented database system ? One of the
reasons why triggers is a special case in the OODBMS is because they conflict
with one of the fundamental concepts in object orientation - encapsulation. It is
well known that encapsulation prevents other objects to inspect the state of other
objects, the attributes, that can only be altered through the methods in the object.

Unfortunately it would be possible for a trigger, defined in a traditional way, to
alter the state of an object without using the objects methods and thus violate the
concept of encapsulation. Since triggers are often used to maintain constraints
like primary key, we know in the object oriented case there is no need of primary
keys, since we would use the uniquely generated OIDs. However we could still
use triggers in the object oriented case to maintain “hot null>>constraints as in a
RDBMS.

Therefore it is quite obvious that we do also need triggers in the object oriented
case, remember the proposed examples are just for simple cases.

One way of implementing triggers could be to have the object constraints and
rules coded into the methods in the object, but this raises some problems that
have to be addressed, like:

Every method that modifies an attribute, needs to have a rule or
constraint

If an object has many methods that modify an attribute on which a rule
must hold, they have to encode the same logic

What about maintainability versus efficiency?
So it seems rather cumbersome to process along this path!

Another problem is the effect of triggers on object encapsulation. If rule
checking is built into the methods and these are used religious, encapsulation
ensures consistency of the object. But if no rule checking is built into the
methods or the methods are not used always, we have an indirect way of
modifying the attributes of the object without ensuring consistency.

The above could lead to believe that triggers should be implemented in the
objects methods, but remember that triggers are often used to maintain
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consistency in the database —no matter if the modifications are done indirectly or
directly.

Besides that it can be showed by experiments, that without violating the
principles of encapsulation, queries are likely to be very slow and inefficient —so
we may have to break the concept of encapsulation.

What we need is a framework for triggers in OODBMSs that has not been made
yet.

12.8 HOW TO USE JDBC

Before we are able to using JDBC in our applications, we have do some initial
work, which I will describe on the following sections, we also need to use a
couple of classes. The process is as follows:

Fetching the right classes

Loading the driver

The actual connection and the JDBC URL
Creating statements

Processing the results
12.8.1 Fetching the Right Classes

Before we can use the classes in the JDBC API, we have to import these classes
by a statement, that says “import java.sql.*;”> This tells the javacompiler to
include a Java classes and thereby all method in the classfile java.sql.

Some times it is even necessary to include a class file supplied by the DBMS
vendor, in the DB2 case we would have one more import statement, “import
ibm.sql.*;””

12.8.2 Loading the Driver

In order to communicate with a DBMS, we also have to load some driver that
perform the actual communication between the general JDBC API and the low-
level code in the Java-driver. To do that, we have to use theDriverManager
class, the loading of the driver can be done in three different ways:

By the command line, using Java —Dsql.drivers=ibm.sql.DB2Driver
classname

Explicit load by using the method Class.forName
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Just do it! New ibm.sgl.DB2Driver();

The last one is a quick and dirty approach, because there is no guarantee that the
driver will be loaded and thereby properly initialized. Explicit load is the most
correct way, and the specified driver will be loaded from the local CLASSPATH
or if not found there by the classloader. Command line is an okay approach, but |
think it is a cleaner way to load drivers in the application.

12.8.3 The Actual Connection and the JDBC URL

The actual datasource is specified via an extended URL, and the structure of it is
as follows:

j dbc: <subpr ot ocol >: <subnane>

subprotocol is a datasource and subname is typical a database, an example could
be jdbc:db2:sample, operating on a DB2 database called sample.

The URL also has a more extended version, which is more like a network version
of the JDBC URL - like file and http in a webbrowser.

j dbc: <subpr ot ocol >: // host nane: port/ <subsubnane>

In order to achieve a connection, we need theDriverManager- and Connection
class, and connecting to a DB2 sample database on humulus could be done with
the following code:

String url="jdbc:db2://hurul us. dai m . aau. dk: 4242/ sanpl e”;
Connection con;
con = Driver Manager. get Connection(url);

We could in addition give a username and password to the method
DriverManager.getConnection(url);

12.8.4 Creating Statements

The next step is to initialize an object in theStatement class, in order to be able
to execute a query. A sample query could be, by assuming that we have a table
Customers in the sample database.

Statement stmt = con.createStatenment();
ResultSet rs = stnm.executeQuery(“Select * from Custoners”);

12.8.5 Processing the Results

The final task is to use the result of the query and often the result will consist of
several tuples that satisfy the query. In order to process the result we need some
mechanism like cursors in SQL, this is just done with the next method contained
in the ResultSet class. Actually we just make some while loop that slurps one
row at a time, the last task is then to get the individual fields into our objects.

COT/4-02-V1.1
Page 116 of 120



CENTRE FOR
OBJECT TECHNOLOGY

12.9 JAVABLEND

JavaBlend is a new tool from JavaSoft, that consists of runtime environment and
tools that allows programmers to build applications that integrate Java and
databases in a completely new way.

The main feature of JavaBlend is that it can automatically generate Java objects
that correspond to a data model in an existing database or it can generate a new
database schema to store instances of Java objects in.

Another feature is the mapping between Java classes and relational tables, this is
done in a transparent way for the application programmer. The mapping tool has
for instance the following capabilities:

Mapping of one-to-one, one-to-many and many-to-many relationships
Foreign keys are mapped to references in Java

Java Blends is build on the ODMG standard for Object/Relational
mapping and OODBs

The implementation is on top of JDBC

It also enables the developer to use the Java object model for creating persistent
objects instead of using SQL or some other database language.

An Obiject/Relational mapping is different from an Object/Relational database.
The goal of an Object/Relational DBMS is to extend the capability of the server,
whereas the Object/Relational mapping is a mapping of the database model to an
application programming language.

The mapping mechanism also makes all databases look object oriented since we
are able to store objects transparently and automatically.
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